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September 15, 2026

1 Keywords

• Course organisation, vectors, matrices, transposes, determinants, gradients, random vari-
ables, expectations

2 Main Points

2.1 About the Course

• The course is dual coded as AICE3001 (third year Artificial Intelligence) and AICE6002
(MSc Machine Learning), with slightly different assessment for the two

• Notes are on Moodle and at https://ecs-vlc.github.io/aice3001/

• Why learn mathematics when LLMs can do so much? Because you need to be able to
trust your own judgement. LLMs are useful, but if you cannot check what they tell you, you
are disempowered

• Learning machines are notoriously hard to understand. Mathematics lets us reason rigor-
ously, build intuition we can rely on, describe the world precisely, and gives us a set of tools
that turn out to be hugely useful

• Mathematics is a language that takes time to learn. Everyone can crack the code, but only
by working with it—which is why the tutorials should be treated as compulsory

• Students start from very different places. If you are strong, become stronger by helping
others; if you are starting from a weak base, judge yourself by your progress rather than by
comparison

• The golden rule of mathematics: understand every step. When you don’t understand
a step, stop, break the problem down, and ask. Asking "stupid" questions is how everyone
learns

• The course covers calculus, vector spaces, convexity, optimisation, probability, statistics
and information theory: the foundations of most of machine learning

2.2 What We Assume You Know

• A-level mathematics and some university mathematics: functions such as f(x) = x2 + 3,
simple algebra, and elementary calculus such as f ′(x) = 2x

• The rest of this note summarises the assumed background. We will revisit most of it in
more depth, but if it is unfamiliar you should revise it now, because other machine learning
modules rely on it
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2.3 Vectors

• Vectors in Rn are written in bold and are column vectors,

x =



1.2
2.3
4.7




• The corresponding row vector is the transpose, xT = (1.2, 2.3, 4.7). Keeping track of rows
and columns lets us write vector equations succinctly and unambiguously

• The inner product (dot product) of two vectors of the same length is aTb =
∑

i ai bi. It
encodes the angle between them: aTb = ∥a∥ ∥b∥ cos(θ)

• The outer product abT is a matrix with elements ai bj , defined for vectors of any sizes

=

• The Euclidean norm (2-norm) measures size,

∥x∥2 =

√√√√
n∑

i=1

x2i =
√
xTx

Other norms exist; this one is intimately tied to the inner product

2.4 Matrices

• An m× n matrix, M ∈ Rm×n, has m rows and n columns, and maps vectors in Rn to vectors
in Rm:

Mx =

(
1.1 −2.1 6.2
9.3 3.1 −4.4

)

1.2
2.3
4.7


 =

(
25.63
−2.39

)

• Each output element is a linear sum of the inputs, bi =
∑

j Mij aj , so for any real c

M (ca) = c (Ma)

M (a+ b) = Ma+M b

• If A ∈ Rℓ×m and B ∈ Rm×n then AB is the mapping "first apply B, then A", ABx = A (Bx).
It is an ℓ× n matrix computed by matrix multiplication (rows times columns)

=
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• Matrix multiplication is associative, (AB)C = A (BC), but in general not commutative,
AB ̸= BA

• A column vector can be treated as an n×1 matrix, so matrix-vector multiplication is a special
case of matrix multiplication

2.5 Transposes

• The transpose swaps rows and columns, [MT]ij = [M]ji, and (MT)T = M

• A little book keeping shows (AB)T = BTAT

• A matrix is symmetric if M = MT. A 1 × 1 matrix is always symmetric, which gives two
identities we will use constantly:

aTb = bTa aTM b = bTMTa

2.6 Determinants

• Treat each point of a region of volume V in Rn as a vector and map it by a square matrix M.
The image has volume V ′, and

det(M) = ±V ′

V

where the sign records whether the mapping includes a reflection

x1

x2

A

B

C

V
x′
1

x′
2

A

B

C

V ′

(
x′
1

x′
2

)
=

(
1.2 0.8
0.5 −1.4

)(
x1

x2

)

• Because AB means "apply B then A", volume scalings multiply: det(AB) = det(A) det(B)

• Determinants are only defined for square matrices; a non-square matrix maps between
spaces of different dimension, where volumes cannot be compared

• A singular matrix squashes space onto a lower dimensional subspace, so its determinant is
0

2.7 Multivariate Functions and Gradients

• Machine learning uses functions f : Rn → Rm heavily, and very often scalar functions
f : Rn → R, such as a learning machine f̂(x,w) or a loss function L(w)

• A function is linear if f(cx) = c f(x) and f(x+ y) = f(x) + f(y)

• The gradient of a scalar function f : Rn → R is the column vector of partial derivatives

∇f(x) =



∂f/∂x1

...
∂f/∂xn




• It is orthogonal to the contours of f and points in the direction in which f increases fastest
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2.8 Probability

• A random variable assigns a number to the outcome of a random event: 0 for tails and 1 for
heads is a discrete random variable; the temperature in Hyde Park at noon tomorrow is a
continuous one

• For a discrete random variable the probability mass function P[X = x] lies between 0 and 1
and

∑
x∈X P[X = x] = 1

• For a continuous random variable the probability of any single value is zero, and we use the
probability density

fX(x) = lim
δx→0

P[x < X ≤ x+ δx]

δx

• The expectation of a function g(X) is its average value,

E[g(X)] =
∑

x∈X
P[X = x] g(x) or E[g(X)] =

∫
fX(x) g(x) dx

• Expectation is linear, E[c g(X)] = cE[g(X)] and E[g(X) + h(X)] = E[g(X)] + E[h(X)], and
the expectation of a constant is itself, E[c] = c

3 Exercises

These are warm-ups to check the assumed background.

3.1 Matrix multiplication does not commute

• Compute AB and BA for

A =

(
1 2
0 1

)
B =

(
1 0
3 1

)

3.2 Transpose of a product

• Prove (AB)T = BTAT by writing out the elements

3.3 Determinants as areas

• Compute the determinant of M =

(
2 1
1 3

)
and say what it tells you about the image of the

unit square

3.4 Expectations

• For a fair six-sided die X, compute E[X], E
[
X2

]
and the variance E

[
X2

]
− E[X]2

• Use the definition of expectation to show E[aX + b] = aE[X] + b

4 Answers

4.1 Matrix multiplication does not commute

•
AB =

(
7 2
3 1

)
BA =

(
1 2
3 7

)

which are different
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4.2 Transpose of a product

• [(AB)T]ij = [AB]ji =
∑

k Ajk Bki

• [BTAT]ij =
∑

k[B
T]ik [A

T]kj =
∑

k BkiAjk

• These are the same sum, so the matrices are equal

4.3 Determinants as areas

• det(M) = 2× 3− 1× 1 = 5

• The unit square is mapped to a parallelogram of area 5, with no reflection since the deter-
minant is positive

4.4 Expectations

• E[X] = 1
6(1 + 2 + · · ·+ 6) = 3.5

• E
[
X2

]
= 1

6(1 + 4 + 9 + 16 + 25 + 36) = 91/6

• The variance is 91/6− 49/4 = 35/12 ≈ 2.92

• For a discrete variable E[aX + b] =
∑

x P[X = x] (a x+b) = a
∑

x P[X = x] x+b
∑

x P[X = x] =
aE[X] + b, using

∑
x P[X = x] = 1 (the continuous case is identical with integrals)
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AICE3001/AICE6002: Mathematics of Machine Learning
Subsidiary Notes — Lecture 2: Differential Calculus

Adam Prugel-Bennett

September 15, 2026

1 Keywords

• Differentiation, linearity, product rule, chain rule, inverse functions, gradients, Jacobians,
matrix derivatives, traces

2 Main Points

2.1 Why Calculus?

• Differentiation is the fundamental tool of optimisation, and optimisation is how learning
machines are trained

• Integration is how we take expectations over continuous distributions

• You met the rules at A-level, but they are easy to forget, and we will use some quite sophis-
ticated tricks. It pays to understand where the tricks come from

2.2 Differentiation from First Principles

• The derivative is the limit of the slope of a chord,

f ′(x) =
df(x)

dx
= lim

ϵ→0

f(x+ ϵ)− f(x)

ϵ

f(x)

x

f ′(x0) =
df(x)
dx

∣∣∣
x=x0

= lim
ǫ→0

f(x0+ǫ)−f(x0)
ǫ

x0

ǫ
f(x0 + ǫ) − f(x0)

• An equivalent statement, used over and over again in this course, is

f(x+ ϵ) = f(x) + ϵ f ′(x) +O(ϵ2)

To find a derivative, expand f(x+ ϵ) and read off the coefficient of ϵ
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• Polynomials.
dx2

dx
= lim

ϵ→0

(x2 + 2 ϵ x+ ϵ2)− x2

ϵ
= lim

ϵ→0
(2x+ ϵ) = 2x

More generally (x+ ϵ)n = xn + n ϵ xn−1 +O(ϵ2), so dxn/dx = nxn−1

• Linearity. Splitting the limit,

d

dx
(a f(x) + b g(x)) = a f ′(x) + b g′(x)

Differentiation is a linear operation

2.3 Product and Chain Rules

• Product rule. Multiplying out the expansions of f(x+ ϵ) and g(x+ ϵ),

f(x+ ϵ) g(x+ ϵ) = f(x) g(x) + ϵ
(
f ′(x) g(x) + f(x) g′(x)

)
+O(ϵ2)

so the derivative of h(x) = f(x) g(x) is h′(x) = f ′(x) g(x) + f(x) g′(x)

• Chain rule. For h(x) = f(g(x)),

h(x+ ϵ) = f
(
g(x) + ϵ g′(x) +O(ϵ2)

)
= f(g(x)) + ϵ g′(x) f ′(g(x)) +O(ϵ2)

so h′(x) = g′(x) f ′(g(x))

• Together the product and chain rules let us differentiate almost anything

• The chain rule is often easier to remember as

df(g(x))

dx
=

df(g)

dg

dg(x)

dx

For example

d ecos(x
2)

dx
=

d ecos(x
2)

d cos(x2)

d cos(x2)

dx2
dx2

dx
= ecos(x

2)
(
− sin(x2)

)
2x = −2x sin(x2) ecos(x

2)

2.4 Inverse Functions

• If g = f−1, so g(f(x)) = x, differentiating both sides with the chain rule gives f ′(x) g′(f(x)) =
1

• Writing y = f(x),
df−1(y)

dy
=

1

f ′ (f−1(y))

2.5 Exponentials and Logarithms

• Since eϵ = 1 + ϵ+O(ϵ2) and ex+ϵ = ex eϵ,

ex+ϵ = ex + ϵ ex +O(ϵ2) =⇒ d ex

dx
= ex
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x
0

1
ex

• By the chain rule d ec x/dx = c ec x, and more generally d eg(x)/dx = g′(x) eg(x)

• For any base, ax = ex ln(a), so d ax/dx = ln(a) ax

• The natural logarithm is the inverse of the exponential, ln(ex) = x and eln(y) = y. The inverse
function rule with f(x) = ex gives

d ln(y)

dy
=

1

eln(y)
=

1

y

• The lecture animation shows ex and ln(x) as reflections of one another in the line y = x:
reflecting a curve swaps rise and run, which is why the slopes of inverse functions are
reciprocals

f−1(x) = log10(x)

f(x) = 10x y = x

x

y
f(x) = ex

f−1(x) = ln(x)

f(x) = 2x

f−1(x) = log2(x)

2.6 Derivatives in High Dimensions

• A function f : Rn → R changes at different rates in different directions. The derivative in a
unit direction u is the directional derivative

∂uf(x) = lim
ϵ→0

f(x+ ϵu)− f(x)

ϵ

• Taking u = δi, the unit vector along the ith axis, gives the partial derivative ∂f(x)/∂xi

• Expanding to first order,

f(x+ ϵu) = f(x) + ϵuT∇f(x) +O(ϵ2)

where the gradient ∇f(x) is the column vector of partial derivatives. This is the start of
the high dimensional Taylor expansion
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2.7 Computing Gradients

• Component-wise. Writing wTMw =
∑

i,j wiMij wj and differentiating with respect to wk

picks out the terms with i = k or j = k:

∂

∂wk

∑

i,j

wiMij wj =
∑

j

Mkj wj +
∑

i

wiMik

so ∇wTMw =
(
M+MT

)
w. Tedious, but when you are confused, go back to components

• By expansion. A slicker method is to expand f(x+ ϵu). For f(x) = xTMx+ aTx,

f(x+ ϵu) = f(x) + ϵ
(
uTMx+ xTMu+ aTu

)
+O(ϵ2)

= f(x) + ϵuT
(
Mx+MTx+ a

)
+O(ϵ2)

using xTMu = uTMTx and aTu = uTa. Reading off the coefficient, ∇f(x) = Mx+MTx+a

2.8 Jacobians and the Chain Rule in High Dimensions

• Consider a composition h(x) = f(g(x)) with g : Rn → Rm and f : Rm → R. The vector
valued g is just m scalar functions g1, . . . , gm

• Perturbing each one,
g(x+ ϵu) = g(x) + ϵ Ju+O(ϵ2)

where the Jacobian J is the m× n matrix with Jij = ∂gi(x)/∂xj

• Then, to first order,

h(x+ ϵu) = f (g(x) + ϵ Ju) = h(x) + ϵuTJT∇gf(g(x))

• Comparing with h(x+ ϵu) = h(x) + ϵuT∇xh(x) gives the chain rule in high dimensions,

∇xh(x) = JT∇gf(g(x)) or
∂h(x)

∂xi
=

m∑

j=1

∂f(g)

∂gj

∂gj(x)

∂xi

• Backpropagation in a neural network is this rule applied layer by layer: the gradient is
passed backwards by multiplying by transposed Jacobians

2.9 Differentiating with Respect to Matrices

• Losses often depend on a matrix of weights, e.g. L(W) = (aTW b − c)2. A minimum is a
point W∗ where, for every matrix U, L(W∗ + ϵU)− L(W∗) = O(ϵ2)

• Define ∂L(W)/∂W as the matrix of partial derivatives, with elements ∂L/∂Wij . The same
argument as for vectors gives

L(W + ϵU) = L(W) + ϵ tr

(
UT∂L(W)

∂W

)
+O(ϵ2)

where tr(UTG) =
∑

ij Uij Gij is the inner product between matrices

• Example. For L(W) = (aTW b− c)2,

L(W + ϵU) = L(W) + 2 ϵ
(
aTW b− c

)
aTU b+O(ϵ2)

and aTU b =
∑

ij ai Uij bj = tr(UTabT), so ∂L/∂W = 2
(
aTW b− c

)
abT
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2.10 Traces

• The trace is the sum of the diagonal elements, trA =
∑

iAii = trAT

• It is linear, tr(cA) = c trA and tr(A+ B) = trA+ trB

• tr(AB) =
∑

ij Aij Bji = tr(BA), so a trace is unchanged by cycling the matrices in a product:

tr(ABCD) = tr(DABC) = tr(CDAB) = tr(BCDA)

• Quick matrix differentiation. Since ∂Uf(X) = tr
(
UT ∂f(X)/∂X

)
, expand, then use the

trace rules to move UT to the front. For example

∂U tr(AXB) = tr(AUB) = tr(BTUTAT) = tr(UTATBT)

so ∂ tr(AXB)/∂X = ATBT

• Many more useful results are collected in The Matrix Cookbook

3 Exercises

3.1 First principles

• Show from the definition that d(1/x)/dx = −1/x2

3.2 Chain rule

• Differentiate xx (hint: write it as an exponential)

3.3 Inverse functions

• Use the inverse function rule to find d arcsin(y)/dy

3.4 The logistic function

• Show that σ(x) = 1/(1 + e−x) satisfies σ′(x) = σ(x) (1− σ(x))

3.5 Least squares

• By expanding f(w + ϵu), find the gradient of f(w) = ∥y − Xw∥2

3.6 A matrix derivative

• Find ∂L/∂W for L(W) = ∥Wx− y∥2

4 Answers

4.1 First principles

•
1

ϵ

(
1

x+ ϵ
− 1

x

)
=

1

ϵ

x− (x+ ϵ)

x (x+ ϵ)
= − 1

x (x+ ϵ)
→ − 1

x2

4.2 Chain rule

• xx = ex ln(x), so by the chain and product rules

dxx

dx
= (ln(x) + 1) ex ln(x) = (ln(x) + 1)xx
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4.3 Inverse functions

• With f = sin and f ′ = cos,

d arcsin(y)

dy
=

1

cos(arcsin(y))
=

1√
1− y2

using cos(θ) =
√
1− sin2(θ), which is non-negative on the range of arcsin

4.4 The logistic function

•
σ′(x) =

e−x

(1 + e−x)2
=

1

1 + e−x

e−x

1 + e−x
= σ(x) (1− σ(x))

since 1− σ(x) = e−x/(1 + e−x)

4.5 Least squares

• f(w + ϵu) = ∥(y − Xw)− ϵXu∥2 = f(w)− 2 ϵuTXT(y − Xw) +O(ϵ2)

• So ∇f(w) = −2XT(y − Xw) = 2XT(Xw − y)

4.6 A matrix derivative

• L(W + ϵU) = ∥(Wx− y) + ϵUx∥2 = L(W) + 2 ϵ (Wx− y)TUx+O(ϵ2)

• (Wx− y)TUx = tr
(
UT(Wx− y)xT

)
by the same argument as the example above, so

∂L

∂W
= 2 (Wx− y)xT

6



AICE3001/AICE6002: Mathematics of Machine Learning
Subsidiary Notes — Lecture 3: Taylor’s Expansion

Adam Prugel-Bennett

September 15, 2026

1 Keywords

• Taylor expansion, convergence, residue, gradient, tangent plane, Hessian, minima, maxima,
saddle points

2 Main Points

2.1 Polynomial Approximation

• Much of machine learning is about approximating functions, and every approximation scheme
assumes something about how regular the function is

• A Taylor expansion approximates a smooth function near a point x∗ by a polynomial

f(x) ≈ a0 + a1(x− x∗) + a2(x− x∗)2 + · · ·+ an(x− x∗)n

• Differentiating both sides i times and setting x = x∗ picks out a single coefficient, so if
we demand that the two sides agree in value and in their first n derivatives at x∗ then
ai = f (i)(x∗)/i!

• This gives the Taylor expansion

f(x) ≈ f(x∗) + f ′(x∗) (x− x∗) +
1

2
f ′′(x∗) (x− x∗)2 + · · ·+ 1

n!
f (n)(x∗) (x− x∗)n

• The figure shows successive Taylor approximations to ex around x∗ = 0; each extra term
extends the region where the approximation is good

1
n!
(x− x∗)4 f (4)(x∗)

1
n!
(x− x∗)3 f (3)(x∗)

1
n!
(x− x∗)2 f (2)(x∗)

(x− x∗) f ′(x∗)

f(x∗)

x

f(x)

x∗

2.2 Convergence

• Adding terms improves the approximation close to x∗, provided the higher derivatives exist

• Polynomials only diverge as x → ±∞, so no polynomial can follow a function that blows up
at a finite point, such as 1/x, 1/(x− 5)2 or tan(x)
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• For such functions the Taylor series only converges in a limited region. The lecture anima-
tion builds up the expansion of tan(x) term by term; the final frame is below. However many
terms we add, the series fails beyond the singularities at x = ±π/2

x
0

62
720

x9

• To understand where a Taylor series converges we need to extend the function into the
complex plane, z = x+ i y

• A function is analytic where its derivative

df(z)

dz
= lim

ϵ→0

f(z + ϵ)− f(z)

ϵ

is the same whichever direction the complex number ϵ approaches zero from

◦ polynomials, exponentials, trigonometric functions, logarithms, ratios of polynomials
and most "special functions" are analytic except at isolated singular points

• Key result: the Taylor series of an analytic function about z∗ converges inside the largest
circle centred on z∗ that contains no singularity. The radius of that circle is the radius of
convergence

z = x+ i y

Singularity

x

i y

Guaranteed
convergence

• Singularities off the real axis matter even when the function looks perfectly well behaved
for real x

◦ f(z) = 1/(z + i)2 is smooth for every real x, but it is singular at z = −i, so its Taylor
series about 0 only converges for |x| < 1

• The hyperbolic tangent. tanh(x) has no singularities on the real line. But tan(ix) =
i tanh(x), and tan is singular at π/2+ kπ, so tanh is singular at z = ±iπ/2,±3iπ/2, . . . on the
imaginary axis
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◦ The expansion of tanh(x) about 0 therefore converges only for |x| < π/2, even though
tanh itself is bounded everywhere

x
0 π

2
−π

2

2.3 The Residue

• A Taylor expansion comes with an exact error term. Stopping after n terms,

f(x) =

n−1∑
i=0

(x− x∗)i

i!
f (i)(x∗) +

(x− x∗)n

n!
f (n)(θx)

where θx is some number between x∗ and x

• This last term, the residue (or remainder), is very useful for proving inequalities, because
we often know the sign of f (n) even when we don’t know θx

• Expanding ex about 0,

ex = 1 + x+
x2

2
eθx

and since eθx > 0 we get the much-used bound ex ≥ 1 + x for all x

x
0

ex
1
+
x
+
x
2

2
1
+
x

• Expanding log(x) about x = 1,

log(x) = (x− 1)− (x− 1)2

2 θ2
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so log(x) ≤ x− 1, or equivalently log(1 + x) ≤ x

−3

−2

−1

0

1

2

1 2 3 4
x

log(x)

x− 1

• The proof of the residue formula comes from integrating f (n) repeatedly; it was skipped in
the lecture

2.4 High Dimensional Taylor Expansion

• For f : Rn → R we approximate by a multivariate polynomial and fix the coefficients by
matching derivatives at x∗ in the same way. To second order,

f(x) ≈ f(x∗) + (x− x∗)T∇f(x∗) +
1

2
(x− x∗)TH (x− x∗)

• H is the Hessian, the matrix of second derivatives

Hij =
∂2f(x∗)
∂xi ∂xj

• For functions with continuous second derivatives the order of differentiation does not mat-
ter, so the Hessian is symmetric, H = HT

• Do not confuse the Hessian (second derivatives of a scalar function) with the Jacobian (first
derivatives of a vector-valued function)

2.5 The Tangent Plane and Steepest Ascent

• For a smooth function the set f(x) = c is an $(n-1)$-dimensional surface, the high dimen-
sional analogue of a contour line

• The tangent plane at x∗ is the plane that touches this surface at x∗. Moving within it
changes f only at second order, so it is the set of points with

(x− x∗)T∇f(x∗) = 0

that is, the tangent plane is orthogonal to the gradient

4



• Moving a small distance ϵ in a unit direction u,

f(x∗ + ϵu) = f(x∗) + ϵuT∇f(x∗) +O(ϵ2)

• By the Cauchy–Schwarz inequality uT∇f ≤ ∥∇f∥, with equality when u points along ∇f .
So

◦ ∇f(x∗) is the direction of steepest ascent

◦ −∇f(x∗) is the direction of steepest descent

• This is only a local statement: it holds while the O(ϵ2) term is negligible

2.6 The Hessian at Stationary Points

• At a stationary point, ∇f(x∗) = 0, the first order term vanishes and

f(x∗ + ϵu) = f(x∗) +
1

2
ϵ2 uTHu+O(ϵ3)

so the sign of uTHu decides whether f goes up or down

• H is real and symmetric, so it has real eigenvalues λi and orthonormal eigenvectors vi
(Hvi = λivi, vTi vj = δij)

• Writing any direction as u =
∑

i ci vi,

uTHu =

(∑
i

ci v
T
i

)∑
j

cj λj vj

 =
∑
i,j

λj ci cj v
T
i vj =

∑
i

λi c
2
i

• Hence

◦ all λi > 0: H is positive definite, H ≻ 0, and x∗ is a local minimum

◦ all λi < 0: H is negative definite, H ≺ 0, and x∗ is a local maximum

◦ eigenvalues of both signs: x∗ is a saddle point

◦ if some λi = 0 the second order test is inconclusive and higher order terms decide
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2.7 Finding Optima

• To minimise a loss L(w) we look for ∇L(w∗) = 0 with a positive definite Hessian

• Except for very simple losses there are many local minima, and ∇L = 0 cannot be solved
analytically

• Instead we iterate, using gradient descent

w(t+1) = w(t) − r∇L(w(t))

which moves in the locally steepest downhill direction. Steps shrink as the gradient shrinks
near a minimum. Choosing r well is subtle; we return to this in the optimisation lecture

3 Exercises

3.1 Radius of convergence

• Write down the Taylor expansion of log(1 + x) about x = 0 up to the x4 term. Without doing
any further calculation, for what values of x must the series converge?

3.2 A bound from the residue

• Use the residue form of Taylor’s expansion to show that cos(x) ≥ 1− x2/2 for all real x

3.3 Classifying a stationary point

• For f(x, y) = x2 + 3x y + y2 find the gradient and the Hessian. Show that the origin is the
only stationary point and classify it

3.4 Quadratic functions

• For f(x) = 1
2x

TAx − bTx with A symmetric, expand f(x + ϵu) exactly. Hence find the
gradient and Hessian, and explain why the second order Taylor expansion of f is exact

4 Answers

4.1 Radius of convergence

• The derivatives are f (k)(x) = (−1)k−1(k − 1)!/(1 + x)k, so

log(1 + x) = x− x2

2
+

x3

3
− x4

4
+ · · ·

• log(1+z) is singular at z = −1, a distance 1 from the expansion point, so the series converges
for |x| < 1

4.2 A bound from the residue

• With f(x) = cos(x) we have f(0) = 1, f ′(0) = 0 and f ′′(θ) = − cos(θ). Stopping after two
terms,

cos(x) = 1 + 0 · x− x2

2
cos(θx)

• Since cos(θx) ≤ 1 and x2 ≥ 0, it follows that cos(x) ≥ 1− x2/2

6



4.3 Classifying a stationary point

• ∇f = (2x + 3y, 3x + 2y)T. Setting this to zero gives a linear system with determinant
2× 2− 3× 3 = −5 ̸= 0, so the only solution is x = y = 0

• The Hessian is constant,

H =

(
2 3
3 2

)
with eigenvalues 2± 3, i.e. 5 and −1, and eigenvectors (1, 1)/

√
2 and (1,−1)/

√
2

• The eigenvalues have opposite signs, so the origin is a saddle point: f increases along (1, 1)
and decreases along (1,−1)

4.4 Quadratic functions

• Expanding,

f(x+ ϵu) =
1

2
(x+ ϵu)TA (x+ ϵu)− bT(x+ ϵu)

= f(x) + ϵuT (Ax− b) +
1

2
ϵ2 uTAu

using xTAu = uTATx = uTAx for symmetric A

• Comparing with the Taylor expansion, ∇f = Ax− b and H = A

• There are no terms beyond ϵ2, so the second order expansion is exact. This is why quadratics
are such a useful model of a loss function near its minimum
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September 18, 2026

1 Keywords

• Vectors, vector spaces, operators

2 Main Points

2.1 Vector Spaces

• Any set of objects with addition between members of the set and scalar multiplication forms
a vector space if they satisfies 8 axioms

• Most of these axioms arise naturally if addition and scale multiplication behave normally

• The only additional axiom is closure

• Normal vectors, matrices and functions all form vector spaces

2.2 Distances

• A proper distance or metric between objects in a vector space satisfies 4 conditions

1. d(x,y) ≥ 0 (non-negativity)

2. d(x,y) = 0 if and only if x = y (identity of indiscernibles)

3. d(x,y) = d(y,x) (symmetry)

4. d(x,y) ≤ d(x, z) + d(z,y) (triangular inequality)

• You can define different distances for the same set of objects

• Often we use pseudo-metrics that breaks one or other of the conditions

• Consider a function (mapping) f : R → R then a useful quantification of how big a change a
mapping can produce is given by the Lipschitz condition

d(f(x), f(y)) ≤ K d(x, y)

This is useful if for all x and y there exists some fixed K

• Lipschitz functions are continuous (have no jumps)

• If K < 1 the mapping is said to be a contractive mapping

1



2.3 Norms

• Norms provide a measure of the size of a vector

• They satisfy three conditions

1. ∥v∥ > 0 if v ̸= 0 (non-negativity)

2. ∥av∥ = a∥v∥ (linearity)

3. ∥u+ v∥ ≤ ∥u∥+ ∥v∥ (triangular inequality)

• Again if not all of these conditions are true we have pseudo-norms

• Norms provide a metric d(x,y) = ∥x− y∥

• We will meet norms very often in this course

• Vector Norms

◦ There are a large number of norms for normal vectors that people use

1. Euclidean or 2-norm: ∥v∥2 =
√
v21 + v22 + · · ·+ v2n

2. p-norm: ∥v∥p = (
∑n

i=1 |vi|p)
1/p

3. 1-norm: ∥v∥1 =
n∑

i=1
|vi|

4. ∞-norm or max-norm: ∥v∥∞ = maxi |vi|
◦ Note the 1-norm, 2-norm and ∞-norm are all p-norms with different p

◦ The 0-norm counts the number of non-zero components (it is a pseudo-norm as it is not
linear)

• Matrix Norms

◦ Matrices also have norm

1. The Frobenius norm is ∥A∥F =
√∑m

i=1

∑n
j=1 |Aij |2

2. Also have 1-norm, max-norm, Hilbert-norm (the maximum absolute eigenvalue),
nuclear-norm, etc.

◦ Note that the determinant is not a norm because it can be negative and is not linear

◦ Many of the commonly used matrix norms satisfy

∥AB∥ ≤ ∥A∥ × ∥B∥

◦ This is really useful because we can quickly bound norms of products of matrices

◦ Many matrix and vector norms are compatible

∥Mv∥b ≤ ∥M∥a × ∥v∥b

◦ E.g. Frobenius and Euclidean norms are compatible

◦ One of the main uses of matrix norms is to understand by how much it can potentially
increase the size of a vector

• Function Norms

◦ The most common function norms are

1. The L2-norm

∥f∥L2 =

√∫
x∈R

f2(x) dx

where R is the region over which the function is define
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2. The L1-norm

∥f∥L1 =

∫
x∈R

|f(x)|dx

3. The ∞ or max-norm

∥f∥∞ = max
x∈R

f(x)

◦ Function norms are also used to define vector spaces

1. The L2 vector space is the set of functions such that all functions satisfy ∥f∥L2 < ∞
2. The L1 vector space is the set of functions such that all functions satisfy ∥f∥L1 < ∞

◦ In these vector spaces we only consider functions that measurable in the sense that
∥f∥ > 0 for any non-zero function
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1 Keywords

• Inner-product, operators

2 Main Points

• For some vector spaces we can define an inner product between pairs of vectors

• Inner products are scalars associated with two elements in a vector space

• They are generally denoted by ⟨x,y⟩

• To be an inner-product requires satisfying 5 axioms

1. ⟨x,x⟩ ≥ 0 for all x ∈ V
2. ⟨x,x⟩ = 0 if and only if x = 0

3. ⟨αx,y⟩ = α ⟨x,y⟩
4. ⟨x,y + z⟩ = ⟨x,y⟩+ ⟨x,z⟩
5. ⟨x,y⟩ = ⟨y,x⟩

• The inner-product induces a norm: ∥x∥ =
√
⟨x,x⟩

• For normal vectors (i.e. x ∈ Rn) the standard inner product is the dot-product

⟨x,y⟩ = xTy =

n∑
i=1

xi yi

• We can define an inner product between functions

⟨f, g⟩ =
∫
x∈I

f(x) g(x) dx

• For matrices we can define the Frobenius inner-product

⟨A,B⟩F = TrATB =
∑
i,j

Aij Bij

which defines the Frobenius norm

∥A∥F =
√

⟨A,A⟩F =

√∑
i,j

A2
ij

The Frobenius norm is not a compatible norm.
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• A really important inequality is the Cauchy-Schwarz inequality

⟨x,y⟩2 ≤ ⟨x,y⟩ ⟨y,y⟩ = ∥x∥2 ∥y∥2

• Inner products allow us to define the notion of similarity

⟨x,y⟩ = ∥x∥ ∥x∥ cos(θ)

⟨f(x), g(x)⟩ = ∥f(x)∥ ∥g(x)∥ cos(θ)

• cos(θ) can be seen as a measure of the correlation between vectors (or functions)

• Because of Cauchy-Schwarz ⟨x,y⟩/(∥x∥ ∥y∥) lies between -1 and 1 (so that we can represent
this quantity by the cosine of an angle)

2.1 Coordinates or Basis Vectors

• Any set of vectors that span the entire vector space can be considered a set of basis vectors
or coordinates

• If our bases are linearly independent then we have a set of non-degenerate basis function
where each vector is unique

• The most convenient set of basis vectors are those where the bases are normalised and
orthogonal ⟨bi, bj⟩ = δij

• Basis Functions

◦ For a function space we can consider a set of basis functions

◦ A familiar set of functions define on the interval [0, 2π] are the Fourier functions

{1, cos(θ), sin(θ), cos(2 θ), sin(2 θ), · · · }

◦ This basis set is orthogonal as for any two components ⟨bi(θ), bj(θ)⟩ = δij

◦ There are many orthogonal polynomials that have similar properties

◦ Given an orthogonal set of functions {bi(x)} we can decompose a function f(x) as a
(infinite) vector f with components fi = ⟨f(x), bi(x)⟩

◦ This allows us to represent any function as a point in an infinite-dimensional space

2.2 Operators

• Operators transform elements of a vector space

• Consider the transformation or operator T : V → V ′

• This says that T maps some object x ∈ V to an object y = T [x] in a new vector space V ′

• Linear Operators

◦ Linear operators satisfy the two conditions

1. T [ax] = a T [x]

2. T [x+ y] = T [x] + T [y]

◦ Linear operators are really important because we can understand them

◦ For normal vectors the most general linear operation is

T [x] = Mx

where M is a matrix
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◦ For functions the most general linear operator is a kernel function

g(x) = T [f(x)] =

∫
K(x,y) f(y) dy

− Kernels appear in SVMs, SVRs, kernel-PCA, Gaussian Processes

• Often we are interested in operators that map vectors in a vector space to new vectors in
the same vector space

◦ T : V → V
◦ The most general linear mapping for normal vectors that does this are square matrices

2.3 Matrices and Mappings

• Matrices, M are linear maps from one point x to another y = Mx

• The product of a matrix C = AB corresponds to applying the mapping B followed by A

• For most matrices AB ̸= BA (we say matrix multiplication does not commute)

• There are pairs of matrices that do commute, but they need to share a special structure for
this to happen

• Matrix multiplication is associative. That is, (AB)C = A(BC)
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1 Keywords

• Mappings, Eigenvectors

2 Main Points

2.1 Inverse Problems

• Much of machine learning can be viewed as solving an inverse problem

• We collect data about the world by performing a series of measurements

• Our task is to infer properties of the world from the data

2.2 Over-Constrained Problems

• We can have contradictory data that our model cannot explain

• This may arise because

◦ We have errors in the data

◦ Our data contains insufficient information

◦ Our model is too simple

• If we have more training data than free parameters this is likely to occur

• We typically solve this by introducing a loss function we minimise

• A classic example is to minimise the squared error

2.3 Under-Constrained Problems

• We can also be in a situation when many models (learning machines) explain the data

• This will typically happen when we have more free parameters than data

• Here we have to choose a particular model

• To do this requires (implicitly or explicitly) making additional assumptions

• For high-dimensional inputs we can be over-constrained in some directions and under-
constrained in others

1



2.4 Ill-Conditioning

• Even when we are not under-constrained our inverse can be very sensitive to the data

• That is small errors can be strongly magnified

• Ill-condition leads to high variance in the bias-variance sense and hence poor generalisation

2.5 Linear Regression

• In linear regression we try to fit a linear model yi = xT
i w (or in matrix form y = Xw)

• We use a squared error (so can cope with conflicting constraints)

• If we have more training examples than parameters the solution is given by the pseudo-
inverse w = (XTX)−1XTy

• It we have less training examples than parameters (or we are unlucky in that the training
examples don’t span the full space) then the problem is under-constrained and there are an
infinity of solutions

• Even when we have more training examples than parameters the problem can be ill-conditioned

3 Exercises

3.1 Linear Regression

• Derive the formula for the weight vector in linear regression

4 Experiments

4.1 Eigensystems

• In either Matlab/Octave or python generate random matrices and check the matrix identi-
ties

X = randn(5,4) % generate a mock designer matrix with 5 inputs of length 4
M = X'*X % compute a symmetrix matrix
[V.L] = eig(M) % compute eigenvalues
V*L*V' % should be identical to M
V*V' % should be the identity matrix (up to rounding precision)
V'*V % should be the identity matrix (up to rounding precision)
x = randn(4,1) % generate a random column matrix of length 4
y = randn(4,1) % generate another random column matrix of length 4
xp = V*x % apply V to x
yp = V*y % apply V to y
norm(x) % compute Euclidean norm of x
norm(xp) % should be the same as Euclidean nor of xp
x'*y % compute inner product of x and y
xp'*yp' % compute inner produce of xp and yp (should be the same as above)

Z = rand(4,5) % consider a designer matrix where we would have more unknowns the examples
W = Z'*Z % compute a covariance type matrix (except we don't subtract the mean
eig(W) % compute eigenvalues (one should be 0 up to machine precision)
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1 Keywords

• Eigenvectors, Orthogonal Matrices, Eigenvector Decomposition

2 Main Points

2.1 Eigen-Systems

• We can understand ill-conditioning for linear regression by the eigen-decomposition of M =
XTX

• This should be revision

• You know that an eigenvector, v, satisfies Mv = λv

• For a symmetric matrix there are n real orthogonal eigenvectors

• You can prove they are orthogonal

• Orthogonal Matrices

◦ Putting the n eigenvectors into a matrix V with

columns vi we obtain an orthogonal matrix

◦ The defining property of an orthogonal matrix is VTV = VVT = I

◦ They correspond to rotations (with a possible reflection)

• Matrix Decomposition

◦ We can decompose a symmetric matrix, M as

M = VΛVT

◦ Where Λ is a diagonal matrix of eigenvalues of M (i.e. Λii = λi)

◦ V is the orthogonal matrix made up of the eigenvectors of M

◦ We can interpret the mapping of a symmetric matrix M as equivalent to

1. a rotation defined by VT

2. scaling of the ith component by λi and

3. a rotation backwards given by V

◦ Equivalently if we work in a coordinate system defined by the eigenvectors of V (this
forms an orthonormal basis set) then we just rescale in the directions vi by λi

− A symmetric matrix just squashes or expands in different orthogonal directions
(this is what the eigensystem captures)

1



• Inverse Matrices

◦ The inverse of a symmetric matrix M is given by

M = VΛ−1VT

◦ Where Λ−1 is a diagonal matrix with elements Λ−1
ii = 1/λi

◦ This is only defined if M if all the eigenvalues of M are non-zero (M is said to be full
rank)

◦ If λi is very small then 1/λi is large and in taking the inverse M−1x any component of
x in the direction vi will get magnified by 1/λi

◦ For linear regression we invert M = XTX

− in directions where the training examples don’t vary much the associated eigen-
value will be small and the inverse inherently unstable

3 Exercises

3.1 Linear Regression

• Derive the formula for the weight vector in linear regression

4 Experiments

4.1 Eigensystems

• In either Matlab/Octave or python generate random matrices and check the matrix identi-
ties

X = randn(5,4) % generate a mock designer matrix with 5 inputs of length 4
M = X'*X % compute a symmetrix matrix
[V.L] = eig(M) % compute eigenvalues
V*L*V' % should be identical to M
V*V' % should be the identity matrix (up to rounding precision)
V'*V % should be the identity matrix (up to rounding precision)
x = randn(4,1) % generate a random column matrix of length 4
y = randn(4,1) % generate another random column matrix of length 4
xp = V*x % apply V to x
yp = V*y % apply V to y
norm(x) % compute Euclidean norm of x
norm(xp) % should be the same as Euclidean nor of xp
x'*y % compute inner product of x and y
xp'*yp' % compute inner produce of xp and yp (should be the same as above)

Z = rand(4,5) % consider a designer matrix where we would have more unknowns the examples
W = Z'*Z % compute a covariance type matrix (except we don't subtract the mean
eig(W) % compute eigenvalues (one should be 0 up to machine precision)
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1 Keywords

• Covariance matrices, dimensionality reduction, PCA, Duality

2 Main Points

2.1 PCA

• This is revision as you should have all seen this in foundations of ML

• The covariance matrix is defined as

C =
1

m− 1

m∑
i=1

(xi − µ̂) (xi − µ̂)T

• Defining the matrix X as

X =
1√

m− 1

(
x1 − µ,x2 − µ, · · ·xm − µ

)
then C = XXT

• The principal components are the eigenvectors of the covariance matrix with the largest
eigenvalues

• We can reduce the dimensionality of the inputs by projecting into the subspace spanned by
the principal components

• We can reconstruct a vector from its principal component projection

x̂ =
∑
i

zi vi

◦ vi are the principal components (eigenvectors of the covariance matrix with largest
eigenvalues)

◦ zi = vTi x are the values of the new features

◦ the sum is over the principal components that we

• The expected squared error reconstruction loss E
[
(x̂− x)2

]
is equal to the sum of the eigen-

values we ignore

1



2.2 Duality

• We can define the dual matrix, D = XTX with components Dkl = (xk − µ)T(xk − µ)

• If vi is and eigenvector of D with eigenvalue λi then ui = Xvi is an eigenvector of C with
the same eigenvalue

• Matrix C and D have exactly the same non-zero eigenvalues

• If we have more features than training example it is more efficient to work with D than C

• Note in this case the training examples will not span the feature space. D describes the
fluctuations in the space spanned by the examples

3 Exercises

3.1 Duality

• Show that if vi is and eigenvector of D with eigenvalue λi then ui = Xvi is an eigenvector
of C with the same eigenvalue

• Answer in the lecture notes

4 Experiments

4.1 Duality

• Using Matlab/Octave of python illustrate that the dual matrix and covariance matrix have
the same eigenvalues

X = randn(5,3) % construct a random matrix
C = X*X' % compute a sort of covariance matrix (haven't bothered removing mean
D = X'*X % compute dual
[V,LC] = eig(C) % compute eigensystem of C
[U,LD] = eig(D) % compute eigensystem of D should have the same non-zero eigenvalues
u1 = X*U(:,1) % left multiply and eigenvector or D by X
u1/norm(u1) % normalise above should be the same as V(:,3) (could be V(:,4) or V(:,5))
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1 Keywords

• Singular Valued Decomposition, SVD, general linear maps

2 Main Points

2.1 Singular Value Decomposition

• Any n×m matrix, X can be decomposed as X = USVT

◦ U is an n× n orthogonal matrix

◦ S is an n×m matrix with zeros everywhere except the diagonal where Sii = si ≥ 0

◦ V is an m×m orthogonal matrix

• The values si are known as the singular values of X

• The SVD of a symmetric matrix is just the eigen-decomposition

• Economical SVD

◦ If n > m some algorithms won’t bother outputting the last n−m columns of U

◦ If m < m some algorithms won’t bother outputting the last m− n columns of V

◦ In this case it will output a square S matrix

2.2 General Linear Mapping

• Recall that matrices are the most general linear operators

• Since any matrix M can be written as USVT we can interpret any linear mapping as doing
three operations

◦ A rotation (with possibly a reflection) defined by VT

◦ A rescaling of each coordinate by si

◦ A rotation (with possibly a reflection) defined by U

• Duality

◦ Using X = USVT then

− C = XXT = USSTU

− D = XTX = VSTSV

◦ SST and STS are diagonal elements with non-zero diagonal elements s2i
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2.3 Ridge Regression

• Ridge regression is linear regression with an L2 regulariser

• Adding a regulariser ν ∥w∥2 the weights, w∗, that minimise the loss function are given by
w∗ = (XTX+ ν I)−1XTy

• Using X = USVT then

w∗ = V S̄+UTy

where S̄+ is a regularised pseudo-inverse of S given by

S̄+ = (STS+ ν I)−1S

◦ If ν = 0 this is equal to the pseudo-inverse of S

• S̄+ is and n×m matrix which is zero everywhere except on the diagonal, where S̄+
ii = si

s2i+ν

◦ Note if si = 0 linear regression has an infinity of solutions and the pseudo-inverse of X
does not exist (setting ν = 0 we get S+

ii = 1/si which is not define when si = 0)

◦ In the regularised case S̄+
ii = 0 (we have selected one of the solutions that minimise

the squared error)

◦ If si ≪ ν then without the regularisation term the inverse is very ill-conditions while
with the regularisation term S̄+

ii will be small

◦ If si ≫ ν then S̄+
ii ≈ 1

si
= S+

ii

• Adding a L2 regulariser means that the optimum weights, w∗, will be less sensitive to the
training data reducing the variance in the bias-variance dilemma

3 Exercises

3.1 Ridge regression

• Ridge regression is just linear regression with an L2 regularier

1. Derive the optimal weights in ridge regression

2. Show that using X = USVT then w∗ = V (STS+ ν I)−1SUy

• See answers

4 Experiments

4.1 SVD

• Using Matlab/Octave or python have a play with svd

X = randn(3,4) % construct a random matrix
[U,S,V] = svd(X) % compute singular value decomposition
U*S*V' % should be the same as X
U*U' % should be the identity up to round error
U'*U % should be the identity up to round error
V*V' % should be the identity up to round error
V'*V % should be the identity up to round error
[Ue,L1] = eig(X*X') % Ue should be the same as U up to permutation
S*S' % same as L1 up to permutation
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[Ve,L2] = eig(X'*X) % Ve should be the same as V up to permutation
S'*S % same as L2 up to permutation

inv(X'*X + 0.1*eye(4)) % check identity
V*inv(S'*S + 0.1*eye(4))*V' % should be the same

4.2 Verify Identity

• Again use Matlab/Octave or python

• For a random 4× 5 matrix X

◦ Check that using X = USVT that

(XTX+ η I)−1 = V (STS+ ν I)−1VT

holds for some random matrix using Matlab/Octave or python

◦ Examine STS, STS+ 0.1 I. (STS+ 0.1 I)−1 and (STS+ 0.1 I)−1ST

◦ See if you can invert XTX: it is singular, but due to rounding errors it might be inverted
(it was a scary matrix when I tried it)

X = randn(4,5) % construct a random matrix
[U,S,V] = svd(X) % compute singular value decomposition

inv(X'*X + 0.1*eye(5)) % check identity
V*inv(S'*S + 0.1*eye(5))*V' % should be the same

S'*S % singular
S'*S + 0.1*eye(5) % now invertible
inv(S'*S + 0.1*eye(5))
inv(S'*S + 0.1*eye(5))*S' % 4x5 diagonal matrix

inv(X'*X) % shouldn't be able to do this

5 Answers

5.1 Ridge regression

1. It is straightforward to show
w∗ = (XTX+ ν I)−1X−1y

2. The only hard part is to show is that

(XTX+ ν I)−1 = V (STS+ ν I)−1VT

• It is easy to show that XTX = VSTSVT

• But we also have I = VVT as V is an orthogonal matrix

• Thus M = XTX+ ν I = V (STS+ νI)VT = VWVT where W = STS+ νI

• But (ABC)−1 = C−1B−1A−1 (which we can verify by multiplying C−1B−1A−1 on either
the left or right by ABC)

• Thus M−1 = (VWVT)−1 = (VT)−1W−1V−1 = VW−1VT where we use V−1 = VT as V is
an orthogonal matrix
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1 Keywords

• Gradient descent, quadratic minima, differing length scales

2 Main Points

2.1 Optimisation

• Once you’ve designed your learning machine and chosen you loss function the rest is opti-
misation

• A very general method is to iteratively reduce your loss function

• In high dimensions the gradient of the loss function points in the direction of maximum
increasing loss

• We still have the problem of determining the step size

• Newton’s Method

◦ Uses the Hessian, H, with elements

Hij =
∂2L(w)

∂wi ∂wj

◦ Assuming we are in a quadratic minimum the optima will be given by

w∗ = w −H−1∇L(w)

◦ If we are not in a quadratic minimum, but sufficiently close we will converge to the
minima quadratically

− quadratically means that if we start with an error ϵ the error will be ϵ2 after one
iteration ϵ4 after two iterations, etc.

◦ If we are a long way from the minimum we might go anywhere

◦ In very high dimensions it is not practical

• Quasi-Newton Methods

◦ There exists a host of methods that approximate the Hessian

◦ By ensuring the approximation is positive definite it means we move in directions that
are positively correlated with the gradient

◦ Methods include conjugate gradient and Levenberg-Marquardt

◦ Levenberg-Marquardt is used for least squares problems

1



◦ These are usually preferred over Newton’s methods as the are computationally cheaper

• Gradient Descent

◦ The alternative to (quasi-)Newton methods is to just follow the negative gradient

w(t+1) = w(t) − r∇L(w(t))

◦ If the step size, r, is too large we can diverge from quadratic minimum

◦ Need to tune the step size to the curvature of the problem

◦ In high dimension our maximum step size is limited by the direction with the greatest
curvature (the largest eigenvalue of the Hessian)

3 Exercises

3.1 Divergence

• Assume a loss L(w) = 1
2w

2 (we are in 1-dimension)

• If we update w(t+1) = w(t) − r∇L(w(t))

1. Compute the optimum step size

2. What is rmax such that we no longer converge if r ≥ rmax

3. If r > rmax calculate how w(t) grows with time

• Answer given below

3.2 Quadratic Optima

• Consider a 2-d loss function L(w) = w2
1/2 + w2

2 − w1w2

1. Compute the gradient

2. Compute the Hessian

3. Compute the eigenvalues of the Hessian

4. Plot the contour lines of L(w)

4 Answers

4.1 Divergence

• The update equation is
w(t+1) = (1− r)w(t)

1. The optimum step size is r = 1 (the minimum is at w = 0)

2. rmax = 2

3. w(t) = (1− r)tw(0)

2



4.2 Quadratic Optima

1.

∇L(w) =

(
w1 − w2

2w2 − w1

)
2.

H =

(
1 −1
−1 2

)
3. Let T = trH = 3 and D = det(H) = 1 then λ = 1

2

(
T ±

√
T 2 − 4D

)
= (3 ±

√
5)/2 =

{0.382, 2.618}
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1 Keywords

• SGD, momentum, step size, ADAM

2 Main Points

2.1 Stochastic Gradient Descent

• One can estimate the gradient from a mini-batch B ⊂ D

∇LB(w) = ∇
∑

(x,y)∈B

L(x, y|w)

where L(x, y|w) is the loss for example (x, y) with weights w

• If |B| ≪ |D| this is massively faster than computing the full gradient

• This allows us to make relatively small steps very quickly

• By making lots of steps we average out the random errors

• Comparison to 2nd order methods

◦ Newton and Quasi-Newton methods converge faster

◦ But you only care when you are close to a minimum

◦ Away from a minimum 2nd order methods can lead you astray

◦ When using ReLUs the Loss landscape does not have a continuous first derivative so
second order methods might not work

◦ We want to minimise the generalisation error so reaching the minimum of the training
error is perhaps not that important

◦ In high dimensions 2nd order methods are impractical

• Automatic differentiation allow us to compute gradients for complicated loss functions for
free (this is often a game changer)

• However, you still need to decide on the step size and you can diverge

2.2 Momentum

• By using "momentum" we remember our earlier movements

◦ Allows us to take large steps in directions with small curvature

◦ Cancels zig-zagging in directions with high curvature

1



• Introduce a "velocity"

v(t+1) = (1− γ)v(t) − γ r∇LB(w
(t))

w(t+1) = w(t) + v(t+1)

◦ γ might be small 0.1

◦ r is the usual step size

2.3 Adaptive Methods

• The difficulty of high dimensional optimisation is there are different curvatures

◦ Where there is high curvature we want to make small steps

◦ Where there is low curvature we want to make large steps

• In adaptive methods we change our step size for each variables

• We could measure the curvature in different directions

∂2L(w)

∂w2
i

but most adaptive algorithms don’t do this

• AdaDelta

◦ AdaDelta is an algorithm that estimates the curvature by computing a running mean
squared gradient

S
g,(t+1)
i = (1− γ)S

g,(t)
i + γ

(
∂LB(w

(t))

∂w
(t)
i

)2

− This is a running average (it slowly forgets the past)

◦ We also computes a running average of the squared weight

S
w,(t+1)
i = (1− γ)S

w,(t)
i + γ (w

(t)
i )2

◦ It then updates each weight according to

w
(t+1)
i = w

(t)
i − η

√√√√S
w,(t+1)
i + ϵ

S
g,(t+1)
i + ϵ

∂LB(w
(t))

∂w
(t)
i

◦ This ensures invariance in two ways

− If we multiply our weights by a factor we get the same relative change

− If we multiply our gradients by a factor we get the same change

• ADAM

◦ AdaDelta doesn’t use momentum

◦ Adaptive Moment Estimation (ADAM) does both adaptive step-size per feature and it
uses momentum

◦ It computes a running average momentum and squared gradient

M
(t+1)
i = (1− β)M

(t)
i + β

∂LB(w
(t))

∂w
(t)
i

S
(t+1)
i = (1− γ)S

(t)
i + γ

(
∂LB(w

(t))

∂w
(t)
i

)2
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◦ Running averages suffer from time-lag (it takes time for them to build-up)

◦ In ADAM we remove the time lag

M̂
(t+1)
i =

M
(t+1)
i

1− (1− β)t
Ŝ
(t+1)
i =

S(t+1)

1− (1− γ)t

◦ We then update the weights

w
(t+1)
i = w

(t)
i − η√

Ŝ
(t+1)
i + ϵ

M̂
(t+1)
i

◦ ADAM and its variants are very successful: often giving state-of-the-art performance

• Covariance

◦ The adaptive schemes works independently on each coordinate

◦ Covariance properties of vectors

− If we act on vectors using standard operations

∗ scalar multiplication

∗ addition

∗ matrix multiplication

then the results are invariant of the coordinate system we use

− In particular they will be translation and rotation invariant

− When we do elementwise multiplication this invariance is lost

− More generally this is true for tensors

− In machine learning although we call multi-dimensional arrays tensors we usu-
ally apply elementwise operations rather than proper tensor operations (we loose
invariance to coordinate transformations)

◦ Because the adaptive schemes are elementwise they are not invariant to rotation

◦ If ei is the direction of increasing weight wi the if two weights interact we could have
high curvature in a direction ei+ej and low curvature in a direction ei−ej . We cannot
adapt the weights individually to equalise the curvature.

2.4 Loss Landscapes

• In modern machine learning we are often perform minimisation of the loss function in a
massive search space

• Unless the search space has a simple structure (e.g. is convex) there are likely to be many
local optima

• There is no algorithm that is guaranteed to find the global minimum

• In such large spaces we might never get near to a minimum

• Symmetries

◦ The loss landscape will typically have many symmetries

◦ If we permute the nodes of an MLP or feature maps of a CNN we get the same solution

◦ There may also be continuous symmetries

◦ Most directions might not change the loss at all

◦ Symmetries complicated the loss landscape

− If you have two local minima there will be a saddle-point in between

◦ Adding skip connections removes permutation symmetries which seems to make opti-
misation simpler
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3 Exercises

3.1 Removing Lag

• Consider a running average
a(t+1) = (1− γ) a(t) + γ x(t)

• Assume x(t) = x (i.e. constant)

1. Calculate a(t) if a(0) = 0 as a sum

2. Using the fact that the sum of a geometric series can be written as

t−1∑
i=0

zi = 1 + z + · · ·+ zt−1 =
1− zt

1− z

write a(t) in closed form

3. Compute the correction to the running mean so that the corrected running mean equals
x for all t

3.2 Gradient Descent in a Quadratic Minimum

• Consider minimising a quadratic function

f(x) =
1

2
(x− x∗)TQ(x− x∗)

• Using gradient descent
x(t+ 1) = x(t)− r∇f(x)

1. Using the definition of f(x) write down the update equation

2. Subtract x∗ from both sides of the equation and write down an update equation for
x(t)− x∗

3. Write a closed from solution for x(t)− x∗

4. Using the eigen-decomposition Q = VΛVT rewrite the closed from solution

5. Defining u(t) = VT(x(t) − x∗) write the update equation for the components ui(t) and
explain what happens when λi > 2/r

4 Experiments

4.1 Gradient Descent

• Write a Matlab/Octave or python programme

• Compute a random 5× 4 matrix X

• Let M = XTX

• Consider minimising f(w) = 1
2w

TMw

1. Find the Hessian of f(w)

2. Compute the eigenvalues of the Hessian

3. Compute the gradient of f(x)

4. From a random starting point x(0) follow the negative gradient

x(t+1) = x(t) − r∇f(x(t))

4



5. For what value of r do you converge?

6. Repeat this using momentum

v(t+1) = (1− γ)v(t) − γ r∇f(x(t))

x(t+1) = x(t) + v(t+1)

Using γ = 0.1 and r = 1

X = rand(5,4)
M = X'*X % This is the Hessian
eig(M) % Eigenvalues of momentum

w = rand(4,1) % x0
r = 0.01
for t = 1:10
f = w'*M*w/2 % current function value
w = w - r*M*w; % gradient is M*w

endfor % I use octave

%%% Experiment with different values of r
for r = 0.05:0.05:0.5
w = rand(4,1);
for t = 1:100
w = w - r*M*w;

endfor
[r, w'*M*w/2] % function value after 100 iterations

endfor

%%% Using Momentum
w = rand(4,1);
v = zeros(4,1);
f = []
gamma = 0.1
for t = 1:100
v = (1-gamma)*v - gamma*M*w;
w = w + v;
f(end+1) = w'*M*w/2;

endfor
plot(1:100,f)

5 Solutions

5.1 Removing Lag

1. Writing a(t) as a sum

a(1) = (1− γ) a(0) + γ x = γ x

a(2) = (1− γ) a(1) + γ x = (1− γ) γ x+ γ x

a(3) = (1− γ) a(2) + γ x = (1− γ)2 γ x+ (1− γ) γ x+ γ x

a(t) = γ x
t−1∑
i=0

(1− γ)i

5



2. • Geometric series

◦ As an aside we can prove the identity just multiply the geometric series by 1− z

(1− z)(1 + z + · · ·+ zt−1) = (1 + z + · · ·+ zt−1)− (z + z2 + · · ·+ zt) = 1− zt

◦ Dividing both sides by (1− z) we obtain our identity

• Applying the identity to a(t) we find

a(t) = γ x
1− (1− γ)t

1− (1− γ)
= x (1− (1− γ)t)

Note that as t → ∞ then a(t) approaches x

3. Dividing through by 1− (1− γ)t i.e.

ā(t) =
a(t)

1− (1− γ)t

we lose the lag

5.2 Gradient Descent in a Quadratic Minimum

1. x(t+ 1) = x(t)− rQ(x(t)− x∗)

2. x(t+ 1)− x∗ = (I− rQ)(x(t)− x∗)

3. x(t)− x∗ = (I− rQ)t(x(0)− x∗)

4. x(t)− x∗ = V(I− rΛ)tVT(x(0)− x∗) see note below

5. u(t) = (I − rΛ)tu(0) or ui(t) = (1 − r λ)tui(0). If λi > 2/r then ui(t) diverges exponentially
fast. That is any component in the direction of vi away from the optimum will diverge if the
curvature (i.e. second derivative) in that direction exceeds 2/r, where r is the step size.

Note that I− rQ = V(I− rΛ)VT so

(I− rQ)2 = V(I− rΛ)VTV(I− rΛ)VT

but VTV = I as they are orthogonal matrix thus

(I− rQ)2 = V(I− rΛ)2VT

and similarly
(I− rQ)t = V(I− rΛ)tVT.
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1 Keywords

• Lagrangians, Inequalities, KKT, Linear Programming,

2 Main Points

2.1 Equality Constraints

• If we want to minimise f(x) subject to the constraint g(x) = 0 this is equivalent to solving
the problem

min
x

max
α
L(x, α)

where L(x, α) is a Lagrangian given by

L(x, α) = f(x)− α g(x)

• α is a Lagrange multiplier that is determined by the joint optimisation problem

• Note that we seek a saddle-point

◦ We minimise with respect to x and maximise with respect to α

◦ We can’t escape this

− if we multiply α by −1 we just changing the directions of the α axis but still have a
saddle-point

− if we multiply both terms by −1 then we would end up minimising with respect to
α, but maximising with respect to x

• The solution to our problem must satisfy

∇L(x, α) = ∇f(x)− α∇g(x) = 0,
∂L(x, α)

∂α
= g(x) = 0

◦ The second equation ensures that we sit on the constraint

◦ The first equation says that the gradient of f(x) must be perpendicular to the con-
straint

◦ This is necessary for the solution to be a (local) minimum (i.e. we can not get an
improvement by moving along the constraint)

◦ There can be multiple solutions: these equations at a satisfied for any local minima on
the constraint

• If we have multiple equality constraints we just use multiple Lagrange multipliers

1



2.2 Inequality constraints

• If we are minimising f(x) subject to an inequality constraint g(x) ≥ 0 then one of two things
can happen

1. Either we have a (local) minimum of f(x) that satisfies the constraint or

2. We have a local minimum on the constraint

• We can therefore solve this problem by again using a Lagrangian

L(x, α) = f(x)− α g(x)

with the additional constraint α ≥ 0

◦ If the minimum lies in a region that satisfies the constraint then we just set α = 0 and
minimise f(x)

◦ If the solution lies on the constraint we again have ∇f(x) = α∇g(x), but now α > 0
which means that not only is there no improving direction along the constraint, but
also the negative-gradient of f(x) points in the direction where g(x) becomes smaller,
i.e. in the region that violates the constraint

− note if α < 0 we could find a better solution moving away from the constraint into
the feasible region

◦ Karush-Kuhn-Tucker (KKT) Conditions

− For inequality constraints we require either

1. α = 0 and there is an unconstrained minimum in the regions g(x) ≥ 0 or

2. α > 0 and the solution lies on g(x) = 0

• If we have multiple inequality constraints we just introduce a Lagrange multiply for each
constraint with α ≥ 0

2.3 Duality

• Our problem of solving f(x) subject to some constraints is known as the primal problem

• If our problem is sufficiently simple we can sometimes find a solution x∗(α) that satisfies

∇L(x∗(α),α) = 0

• This leaves us with the dual problem

max
α
L(x∗(α),α)

possible with constraints on α (e.g. αi ≥ 0) that arise from KKT conditions

• Linear Programming

◦ In linear programming we are trying to find a value of x that minimises a linear objec-
tive function cTx subject to linear constraints Mx = b (and/or Mx ≥ b)

◦ We can write this as a Lagrange problem

L = cTx−αT (Mx− b)

(subject to constraints α ≥ 0 if we have inequality constraints in the primal problem)

◦ We can rearrange the Lagrangian as

L = αTb+
(
cT −αTM

)
x

2



◦ Using the identity aTb = bTa w can rewrite this as

L = bTα− xT
(
MTα− c

)
◦ But we can now treat x as a Lagrange multiplier so we get the dual problem

max
α

bTα

subject to the constraint
MTα = c

◦ If the original constraints were inequality constraints the α ≥ 0

◦ The dimensionality of the dual problem can sometimes be much lower than that of the
primal problem making it easier to solve

• Quadratic Program

◦ In a quadratic program we have to minimise a quadratic loss xTQx subject to linear
constraints Mx = b (or Mx ≥ b)

◦ For there to be a unique minimum Q must be positive definite (which is sometimes
written Q ≻ 0)

◦ We can write a Lagrangian

L(x,α) = xTQx−αT (Mx− b)

◦ The solution is given by max
α

min
x
L(x,α)

◦ If the constraints are inequality constraints then αi ≥ 0

◦ The minimum with respect to x is given by

∇xL(x,α) = 2Qx+MTα = 0

◦ So that x∗ = 1
2Q

−1MT

◦ Substituting this back into the Lagrangian we get the dual problem

max
α
−1

4
αTMQ−1MTα+αTb

with αi ≥ 0 if we started with inequality constraints

− note in the derivation that we end up with two terms proportional to αTMQ−1MTα
one partially cancelling the other

3 Exercises

3.1 Quadratic with a linear constraint

• Consider minimising f(x) = 1
2x

TQx subject to the constraint aTx = b

1. Write a Lagrangian for this problem

2. Find the minimum of the Lagrangian with respect to x

3. Write down and solve the dual problem

4. Hence write down a solution to the primal problem

• See answers, but also experiments
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3.2 Saddle Point

• Strangely (for me at least) the optimum of a constrained optimisation problem is given by
the saddle-point of the Lagrangian

• Consider the problems of minimising x2/2 subject to the constraint x = 1

1. Write down the Lagrangian

2. Calculate the Hessian matrix (matrix of second derivatives)

3. Compute the eigenvalues of the Hessian (show that they have different signs every-
where so there are no maxima or minima)

• See answers

4 Experiments

4.1 Quadratic with a linear constraint

• Let X be a 10× 5 random matrix with elements drawn from N (0, 1)

• Let Q = XTX

◦ Check that this is positive definite

• Let f(x) = 1
2x

TQx

• Let a be a random vector with 5 elements drawn from N (0, 1)

• We want to minimise f(x) subject to the constraint aTx = 1

• Work out the Lagrangian, L(x, α) for this system

• Write an iterative gradient solver that

1. Makes steps x← x− r∇L(x, α)

2. Makes steps α← α+ r ∂L(x,α)
∂α

• Note you will have to tune the learning step r

• Compare the solution you find by running your algorithm until convergence with the exact
result (see exercise and/or answer)

function [x,alpha] = optimise(Q,a,r)
x = rand(5,1); % initialise x
alpha = 0; % initialise alpha
for t=1:1000
x = x - r*(Q*x-alpha*a); % x = x - r \grad L
alpha = alpha + r*(-(a'*x-1)); % alpha = alpha + r dL/d\alpha

endfor
endfunction

[x,alpha] = optimise(Q,a,0.1)

alphaTheory = 1/(a'*Q*a)
xTheory = inv(Q)*a*alphaTheory

4



5 Answers

5.1 Quadratic with a linear constraint

1. The Lagrangian is given by

L(x, α) = 1

2
xTQx− α (aTx− b)

2. Minimising with respect to x we get

∇L(x, α) = Qx+ αa = 0

or x = αQ−1a

3. Thus the dual problem is

max
α
−1

2
α2 aTQ−1a+ α b

• The solution to the dual problem is

α =
b

aTQ−1a

4. Thus the solution to the primal problem is

x =
bQ−1a

aTQ−1a

• Note that in most quadratic programming problems we are dealing with many inequal-
ity constraints so solving the dual problem in closed form isn’t necessarily easy

5.2 Saddle Point

• Just do it

1. The Lagrangian is given bye

L =
x2

2
− α (x− 1)

2. The Hessian is given by

H =

(
1 −1
−1 0

)
3. The traces T = 1 and the determinant D = −1 So that

λ =
T ±
√
T 2 − 4D

2
=

1± 5

2
= {1.618,−0.618}

If you prefer you can compute the eigenvalues numerically

• Note that whatever we do the determinant will be negative leading to a negative eigenvalue
(the determinant is equal to the product of eigenvalues). This would be true if we were
maximising −x2/2. You can change the constraints or the objective function, but you will
still get eigenvalues of different signs.
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1 Keywords

• Convex sets, convex functions, Jensen’s inequality

2 Main Points

2.1 Convex Sets

• We are familiar geometrically with convex regions

• To define convexity we need to define an intermediate point z = ax+ (1− a)y

◦ we requires a ∈ [0, 1] (i.e. x is in the interval between 0 and 1) for z to be between x
and y

◦ to define convexity we only need to have addition and scalar multiplication

• We can the define convexity in a very general way: a set S is convex if for every pair of
points x,y ∈ S and for every possible a ∈ [0, 1] then z = ax+ (1− a)y ∈ S

• We can apply convexity to sets of complicated objects

• For example the set of positive semi-definite matrices forms a convex set

◦ This follows from the fact the sum of two positive semi-definite matrices is also positive
semi-definite and if we multiply a positive semi-definite matrix by a positive number
then the matrix is still positive semi-definite

2.2 Convex Functions

• We can define a function, f(x), to be a convex function if for all pairs of points in the domain
of the function and all a ∈ [0, 1]

f(ax+ (1− a)y) ≤ a f(x) + (1− a) f(y)

• This means that the function sits on or below the linear chord connecting any two points in
the domain of the function

• The epigraph of a function is the area that lies on or above the functions

◦ The epigraph of a convex function forms a convex region

◦ If the epigraph of a function forms a convex region then the function is convex

• We can define convex-down or concave functions by inverting the constraint

f(ax+ (1− a)y) ≥ a f(x) + (1− a) f(y)

1



◦ for clarity I will sometimes refer to "convex" functions as convex-up functions

◦ convex-down functions have similar (but opposite) properties to convex up functions

• A function where for every pair of points and for any a such that 0 < a < 1 (i.e. a lies strictly
between 0 and 1) then if

f(ax+ (1− a)y) < af(x) + (1− a) f(y)

then function is said to be strictly convex

• Linear functions f(x) = ax+ c are both convex-up and convex-down functions

◦ For a function to be a strictly convex function it cannot have a linear section

• Convex functions lie on or above their tangent plane

◦ The tangent plane to a function f(x) at a point x0 is the plane orthogonal to the gradi-
ent, ∇f(x0) that goes through the point x0

• A necessary and sufficient condition for a function to be convex is that its second derivative
is non-negative or for multi-dimensional functions the Hessian is positive semi-definite

◦ If the second derivative is positive (i.e. always greater than 0) or the Hessian is positive
definite then the function is strictly positive

• Examples

◦ Convex-up Functions

− f(x) = x2 is strictly convex since f ′′(x) = 2 > 0

− f(x) = x−2 is strictly convex since f ′′(x) = 2x−4 > 0

− f(x) = x4 is convex since f ′′(x) = 12x2 ≥ 0

− f(x) = ec x is strictly convex for all c as f ′′(x) = c2 ec x > 0

− f(x) = ∥x∥2 is strictly convex since H(x) = I ≻ 0

− f(x) = |x| is convex since for a ∈ [0, 1] we have |a x + (1 − a) y| ≤ a |x| + (1 − a) |y|
with equality only when x y ≥ 0

◦ Convex-down Functions

1. f(x) = −x2 is strictly convex-down since f ′′(x) = −2 < 0

2. f(x) =
√
x (for x > 0) is strictly convex-down since f ′′(x) = −x−3/2/4 < 0

3. f(x) = log(x) is strictly convex-down since f ′′(x) = −1/x2 < 0

• A function f(x) that is constrained to a convex domain (x ∈ S, where S is a convex set) is
convex in that domain if for all pairs x,y ∈ S and all a ∈ [0, 1] we have

f(ax+ (1− a)y) ≤ a f(x) + (1− a) f(y)

◦ This is just a more precise definition of a convex function

◦ Note that by limiting the domain of a function some non-convex functions may be con-
vex over that domain

− e.g. cos(x) is convex in the interval [−π/2, 3π/3]

◦ A convex function constrained to lie in a convex set will still be convex

◦ Any combination of linear constraints will form a convex set

◦ Therefore convex functions restricted to satisfy linear constraints will be convex

• The minimum of a convex function will form a convex set

◦ There can be no local minima
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◦ For a strictly convex function the minimum will be unique

• The sum of convex functions will be convex

• Linear regression

◦ The loss function of linear regression is convex

L(w) = ∥Xw − y∥2

− The Hessian is XTX which is positive semi-definite which is a sufficient condition
for L(w) to be convex

◦ Both the L2 regulariser and the L1 regulariser are convex

◦ The L2 regulariser is strictly convex so there will be a unique solution

◦ Many machine learning algorithms are chosen because they involve minimising a con-
vex function leading to a unique minimum

2.3 Jensen’s Inequality

• For any convex-up function, if x is a random variable then

E[f(x)] ≥ f(E[x])

◦ E[· · ·] denotes the expectation

• For any convex-down function
E[f(x)] ≤ f(E[x])

• These are known as Jensen’s Inequality

• Proof

◦ We can prove this starting from the fact that f(x) lies above the tangent plane at any
point

f(x) ≥ f(x∗) + (x− x∗)T∇f(x∗)

◦ This has to be true at the point x∗ = E[x]

f(x) ≥ f(E[x]) + (x− E[x])T∇f(E[x])

◦ Taking expectations of both sides of the equation

E[f(x)] ≥ f(E[x]) + (E[x]− E[x])T∇f(E[x])
= f(E[x]) □

• Using Jensen’s Inequality

◦ Consider the strictly convex function f(x) = x2 by Jensen’s inequality

E
[
x2
]
≥ E[x]2

− or E
[
x2
]
− E[x]2 ≥ 0

∗ the left-hand side is the variance so we see variances are non-negative

∗ because f(x) = x2 is strictly convex we only get equality where x doesn’t vary
at all
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◦ Consider the Kullback-Liebler (KL) divergence defined for discrete probability proba-
bility distributions defined over the same range as

KL(f∥g) = −
∑
i

fi log

(
gi
fi

)
− This is often used to measure how different distribution are from each other

− Note if gi = fi then KL(f∥g) = 0 since log(1) = 0

− Now we can use Jensen’s inequality to show that KL(f∥g) ≥ 0

KL(f∥g) = −
∑
i

fi log

(
gi
fi

)
= −Ef

[
log

(
gi
fi

)]
≥ − log

(
Ef

[
gi
fi

])
= − log

(∑
i

fi
gi
fi

)
= − log

(∑
i

gi

)
= − log(1) = 0

∗ Here we are assuming we have random variable that take values Xi = gi/fi
that occur with probability fi

∗ The KL-divergence is therefore equal to E[− log(Xi)]

∗ Since − log(x) is convex up we have by Jensen’s inequality that the KL-divergences
is greater than or equal to − log(E[Xi]) = − log(

∑
i fiXi)

∗ But Xi = gi/fi so the KL-divergence is greater than − log(
∑

i gi)

∗ But gi is a probability so
∑

i gi = 1 giving us our result

− This is known as the Gibbs’ inequality after the mathematical physicist, J. Willard
Gibbs, (founder of modern statistical mechanics) who first proved it

− We often use KL-divergences when we want to choose the parameters of one prob-
ability distribution so that it approximates a second probability distribution

3 Exercises

3.1 Positive quadrant

• Prove that the set of vectors with non-negative elements form a convex set

3.2 Inverse of Convex Functions

1. Use the chain rule to compute the second derivative of f(g(x))

2. If g(x) = f−1(x) show that the second derivative of f(g(x)) vanishes

3. Use these results to derive an identity for the second derivative of f−1(x)

4. Derive a condition for f−1(x) to be a convex-down function given that f(x) is convex-up

5. Use this to show

(a)
√
x is a convex-down function

(b) log(x) is a convex-down function
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3.3 Cumulant Generating Function

• Here is something a bit harder (which you don’t need to know)

• The cumulant generating function of a probability distribution p(x) is defined as

G(λ) = log
(
E
[
eλx
])

◦ the expectation is over the random variable x drawn from p(x)

• It is called the cumulant generating function because it we take then nth derivative and set
λ to zero we obtain the nth cumulant (i.e. κn = G(n)(0))

• The first cumulant is the mean, the second the variance while the third and forth are pro-
portional to the skewness and kurtosis

• Cumulant generating functions appear a lot when you work with probabilities, but go be-
yond this course

• Nevertheless let’s show they are convex

1. Find the second derivative

2. Show that if p(x) is a probability distribution then q(x) = p(x) eλx/E
[
eλx
]

is also a
probability distribution

3. Hence show that the cumulant generating function is convex

• See answers

4 Answers

4.1 Positive quadrant

• Let P be the set of vectors with non-negative elements

• If x ∈ P then if c ≥ 0 we have v = cx ∈ P since each element of v will be non-negative (i.e.
vi = c xi ≥ 0)

• Also for any two vectors x,y ∈ P clearly w = x+ y ∈ P since wi = x+yi

• Thus for any two vectors x,y ∈ P and any a ∈ {0, 1} the vector z = ax+ (1− a)y will be in
P

4.2 Inverse of Convex Functions

1. Taking derivatives

d2f(g(x))

dx2
=

df ′(g(x)) g′(x)

dx
= f ′′(g(x)) (g′(x))2 + f ′(g(x)) g′′(x)

2. If g(x) = f−1(x) then f(g(x)) = x and the second derivative vanishes

3. Using 1. and 2. we find (writing f−1(x) as g(x))

g′′(x) = −f ′′(g(x)) (g′(x))2

f ′(g(x))

4. If f(x) is convex then f ′′(y) ≥ 0 for any y (including y = f−1(x)) also (g′(x))2 ≥ 0 so for the
inverse of f(x) to be convex down we require f ′(f−1(x)) > 0
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5. Use this to show

(a) Let f(x) = x2, so that f ′′(x) = 2 > 0 and f ′(y) = y which is non-negative if y ≥ 0, but
f−1(x) =

√
x > 0 so f ′(f−1(x)) ≥ 0 and consequently

√
x is convex-down

(b) Let f(x) = exp(x), so that f ′′(x) = exp(x) > 0. But f ′(y) = exp(y) > 0 for all y so
f ′(f−1(x)) > 0 which is sufficient to show f−1(x) = log(x) is a convex-down function

4.3 Cumulant Generating Function

1. If G(λ) = log
(
E
[
eλx
])

then

G′(λ) =
E
[
x eλx

]
E[eλx]

and

G′′(λ) =
E
[
x2 eλx

]
E[eλx]

−
E
[
x eλx

]2
E[eλx]

2

2. • Now if p(x) is a probability distribution is will be non-negative for all x and sum or
integrate to 1

• But then q(x) = p(x) eλx/E
[
eλx
]

will be non-negative as eλx > 0 and E
[
eλx
]
> 0 (the

expectation of positive quantities will be positive)

• But ∫
q(x) dx =

1

E[eλx]

∫
p(x) eλx dx =

E
[
eλx
]

E[eλx]
= 1

• So q(x) is non-negative and normalised so is a well defined probability distribution

3. Using the result of 1. and 2

G′′(λ) =
Ep

[
x2 eλx

]
Ep[eλx]

−
Ep

[
x eλx

]2
Ep[eλx]

2 = Eg

[
x2
]
− Eg [x]

2 ≥ 0

• since variances are non-negative
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1 Keywords

• Support Vector Machines, maximum margins

2 Main Points

2.1 Overview

• Support vector machines are one of the most successful machine learning techniques when
dealing with small data sets

◦ They perform binary classification (you need many SVMs to do multi-class classifica-
tion)

◦ There are support vector machines for regression SVR (but I’m not sure their perfor-
mance dominates other techniques)

• They are basically a perceptron that regularises itself by choosing the maximum margin
separating plane

• Of course perceptrons only work with linear separable data

◦ SVMs overcome this limitations in two ways

1. It often prejects the data into a high dimensional extended feature space making
it more likely that the data is linear separable

− In the extended feature space the features will usually be non-linear functions
of the original features, so we can separate data in the extended feature space
that isn’t necessarily linear separable in the original feature space

2. It tolerates some errors using slack variables

− We need to tune a hyper-parameter (usually called C) to decide how much slack
we want to tolerate

• SVMs can work with a huge number of features by solving the problem in the dual space

◦ The dual problem depends on the number of constraints

◦ There is one constraint for each pattern which states that the pattern should be on or
outside a margin

◦ The dual problem only depends on the inner (dot) product between vectors in the
(extended) feature space

◦ As positive semi-definite kernels can be represented as inner product between vectors
in an extended feature space (which are the eigen-functions of the kernel) we often
never need to explicitly compute the vectors in the extended feature space
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2.2 Maximum Margins

• We consider data D = {(xk, yk)|k = 1, 2, . . . ,m} with xk ∈ Rp and yk ∈ {−1, 1}

• We define a dividing hyper-plane by its orthogonal vector w and a threshold b saying how
far from the origin it is

• The gap between the hyper-plane and a data point (xk, yk) is given by

dk = yk

(
wTxk

∥w∥
− b

)
◦ Note that yk ensures the positive class is on one side of the dividing plane and the

negative class on the other

• We want to constrain these gaps to be greater than or equal to a margin ∆

yk

(
wTxk

∥w∥
− b

)
≥ ∆

• We can divide through by the margin size ∆ giving

yk
(
w̄Txk − b̄

)
≥ 1

◦ where w̄ = w/(∆ ∥w∥) and b̄ = b/∆

• We note that
1

2
∥w̄∥2 = 1

2∆2

◦ thus if we minimise ∥w̄∥2/2 subject to the constraint this is equivalent to maximising
∆

◦ the factor of a half is just for convenience

◦ we minimise ∥w̄∥2 rather than ∥w̄∥ again for convenience

◦ we will just drop the bar notation (i.e. we talk about w and b rather than w̄ and b̄):
after all what’s in a name? (More seriously it has the same optimum whatever we call
it)

• Soft Margins

◦ So far we have constrained all the data points to lie outside the margin (this is known
as hard margins)

◦ We can instead allow some data points to lie within the margin (or even be misclassi-
fied)

− This is known as a soft margin SVM

◦ We do this by introducing slack variables sk so that our constraints become

yk

(
wTxk

∥w∥
− b

)
≥ 1− sk

(I’ve dropped the bars for simplicity)

◦ We punish the slack variables by adding C
m∑
k=1

sk to the objective function

◦ We also constrain the slack variables so that sk ≥ 0 (so we don’t get a reward if sk < 0)

• Optimisation problem
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◦ Our optimisation problem becomes

min
w,b,s

∥w∥2

2
+ C

m∑
k=1

sk

subject to

yk

(
wTxk

∥w∥
− b

)
≥ 1− sk and sk ≥ 0

for k = 1, 2, . . . ,m

◦ We can write this as a Lagrange problem

min
w,b,s

max
α,β

L(w, b, s,α,β)

where

L(w, b, s,α,β) =
∥w∥2

2
+ C

m∑
k=1

sk −
m∑
k=0

αk

(
yk
(
wTxk − b

)
− 1 + sk

)
−

m∑
k=0

βk sk

− αk and βk are Lagrange multipliers

∗ αk ensures the margin condition

∗ βk ensures the non-negativity of the slack variables

− As they enforce inequality constraints we require they are non-negative

2.3 Extended Feature Space

• To help linear separability we can map our inputs to a high-dimensional feature space

x → ϕ(x)

• Note in the slides I wrote this as ϕ⃗(x) to make it clear that this is a different feature space
(I won’t do it here as it is a slightly ugly way of writing vectors)

• Note this is a function of the original feature vector meaning that if I change x I will get a
different vector ϕ(x)

• Nevertheless ϕ(x) is just a p′ dimensional vector

• We call the space of ϕ(x) the extended feature space

• We can define this extended feature mapping explicitly (e.g. we might decide that ϕ1(x) =
x21, ϕ2(x) = x1 x2, etc.)

• More often this feature mapping is defined implicitly through a kernel function (more of
that later)

• We usually choose the dimensionality, p′, of the extended feature space to be much larger
that that of the original feature space

• Usually we would be scared of this because it can lead to over-fitting

• However, because of choosing the maximal-margin hyper-plane this regularises the problem
so strongly that we get good generalisation despite working in an enormous dimensional
space

• The Lagrange problem in this extended feature space is

L(w, b, s,α,β) =
∥w∥2

2
+ C

m∑
k=1

sk −
m∑
k=0

αk

(
yk
(
wTϕ(xk)− b

)
− 1 + sk

)
−

m∑
k=0

βk sk

◦ Note that the weight vector, w, is now in the extended weight space
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2.4 Dual Problem

• To obtain the dual problem we compute the minimum of the Lagrangian with respect to w,
b and s

◦ Weight minimisation

∇xL = w −
m∑
k=1

αk yk ϕ(xk) = 0

− So that w =
m∑
k=1

αk yk ϕ(xk)

◦ Threshold minimisation
∂L
∂b

= −
m∑
k=1

αk yk = 0

− This gives us a global constraint on the Lagrange multipliers αk

◦ Slack variable minimisation
∂L
∂sk

= C − αk − βk = 0

− Thus αk = C − βk

− When substituting back into the Lagrangian all the terms proportional to sk cancel

− But βm ≥ 0 so this implies αk ≤ C (recall that αk ≥ 0 from the KKT condition)

• Substituting the optimal values of w, b and S into the Lagrangian we obtain the dual prob-
lem

max
α

−1

2

m∑
k,l=0

αk αl yk yl ϕ
T(xk)ϕ(xl) +

m∑
k=0

αk

subject to the conditions

m∑
k=1

αk yk = 0, ∀k 0 ≥ αk ≥ C

◦ Note that a large number of terms vanished (you really need to go through this care-
fully to see that this happens)

◦ Amazingly adding slack variables is equivalent to preventing αk becoming larger than
C

◦ the dual problem is another quadratic programming problem but involves the m La-
grange multipliers αk rather than the p′ weights

◦ importantly the dual problem depends only on ϕ(xk) through the inner product ϕT(xk)ϕ(xl)

2.5 Working in the extended feature space

• If we work in the original feature space then the dual problem depends on the inner (dot)
product xT

kxl

◦ this is known as a linear SVM

◦ quite often a linear SVM gives the best performance

◦ sometimes it will pay to solve the primal problem rather than dual problem

◦ however we can work with very high dimensional feature vectors

− this is useful when we work with text where out input vectors are naturally high
dimensional

− In this case we would want to solve the dual problem
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• We can explicitly define our extended feature vectors

◦ this has the disadvantage that they could be expensive to compute, but for some appli-
cations there may be smart ways of doing this

• Kernel Trick

◦ There is however a really nice trick

◦ Any positive definite kernel, K(x,y), can be decomposed as

K(x,y) = ϕT(x)ϕ(y)

(we will talk much more about this in the next lecture)

◦ obviously the functions ϕi(x) that form the elements of the vector ϕ(x) depend on the
kernel we choose

◦ However, as the dual problem only depends on the inner product ϕT(x)ϕ(y) if we
choose these so that ϕT(x)ϕ(y) = K(x,y) then we never have to explicitly compute
ϕ(x)

◦ Our dual problem in this case is

max
α

−1

2

m∑
k,l=0

αk αl yk yl K(xk,xl) +

m∑
k=0

αk

◦ In using an SVM we have to determine which side of the dividing plane a new data
point, x, would lie

− Our prediction would be
sgn
(
wTϕ(x)− b

)
∗ the function sgn(·) outputs ±1 depending on the sign of the argument

− But our optimal weight vector is given by w =
m∑
k=1

αk yk ϕ(xk)

− Thus our prediction will be

sgn

(
m∑
k=1

αk yk ϕ
T(xk)ϕ(x)− b

)
= sgn

(
m∑
k=1

αk yk K(xk,x)− b

)

− Thus we don’t need to computer the weight or the extended feature vectors

2.6 Practical Consideration

• To get SVMs to work in practice requires a lot of tuning

• Firstly you need to normalise the inputs

• You might need to balance you data set

◦ SVMs perform poorly on problems where the training set has many more examples of
one class than the other

◦ You can balance the data set by ignoring examples from the large class or

◦ Increasing the size of minority class by duplicating examples

◦ Sometimes you can use data augmentation on the minority class

◦ This is only a problem where the data set is strongly unbalanced

• You need to choose C (this can vary by orders of magnitudes)
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◦ Typically found by exhaustive search start at 2−5 and doubling until you reach 215

◦ You decide on what to use by testing on a validation set

• You also have to choose the right kernel

◦ This could be no kernel (linear SVM)

◦ A polynomial kernel (you have to try different degrees)

◦ A radial basis kernel

◦ Sometimes you use a special designed kernel for the problem

◦ Kernels also come with hyper-parameters (often called γ) which you also have to tune

• It is a lot of work but for many problems (particularly with small training set) it often leads
to state-of-the-art performance

• Multi-Class Classification

◦ Natively SVMs only perform binary classification

◦ If you have multiple classes you need multiple SVMs

◦ People use two strategies

− One-versus-all : for each class train a separate SVM using all other classes as neg-
ative examples (but see note on balancing)

− All-pairs: Train a set of SVM between all pairs of classes (this is obviously expen-
sive when you have large classes)

◦ You then have to get your SVMs to vote in some way to determine the true class

3 Experiments

3.1 SVM in Practice

• SVMs are hard to code (they need a quadratic programming solver which are complicate)

• However, there a lots of good implementations out there so have a go

• Stolen from the web. . .

#Import scikit-learn dataset library
from sklearn import datasets

#Load dataset
cancer = datasets.load_breast_cancer()
# print the names of the 13 features
print("Features: ", cancer.feature_names)

# print the label type of cancer('malignant' 'benign')
print("Labels: ", cancer.target_names)

# print data(feature)shape
cancer.data.shape

# Import train_test_split function
from sklearn.model_selection import train_test_split

# Split dataset into training set and test set
X_train, X_test, y_train, y_test =
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train_test_split(cancer.data, cancer.target, test_size=0.3,random_state=109)
# 70% training and 30% test

#Import svm model
from sklearn import svm

#Create a svm Classifier
clf = svm.SVC(kernel='linear') # Linear Kernel

#Train the model using the training sets
clf.fit(X_train, y_train)

#Predict the response for test dataset
y_pred = clf.predict(X_test)

#Import scikit-learn metrics module for accuracy calculation
from sklearn import metrics

# Model Accuracy: how often is the classifier correct?
print("Accuracy:",metrics.accuracy_score(y_test, y_pred))

# Model Precision: what percentage of positive tuples are labeled as such?
print("Precision:",metrics.precision_score(y_test, y_pred))

# Model Recall: what percentage of positive tuples are labelled as such?
print("Recall:",metrics.recall_score(y_test, y_pred))
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1 Keywords

• The Kernel Trick, SVMs, Regression

2 Main Points

2.1 Kernels

• SVM kernels are symmetric functions of two variable that can be factorised as an inner-
product

K(x,y) = ϕ(x)Tϕ(y) =

p′∑
i=1

ϕi(x)ϕi(y)

◦ ϕ(x) are vectors whose elements, ϕi(x), are real-valued functions of the features x
(every different feature will correspond to a different vector ϕ(x))

◦ p′ is the dimensionality of the extended feature space which might be infinite

◦ An immediate consequence of this is that the vectors are positive semi-definite

− This follows because for any function f(x) the quadratic form is non-negative∫ ∫
f(x)K(x,y) f(y)dxdy =

∫ ∫
f(x)ϕ(x)Tϕ(y) f(y) dx dy

=

p′∑
i=1

(∫
f(x)ϕi(x)dx

)2

≥ 0

• Eigenfunctions and Mercer’s Theorem

◦ Kernel functions play the same role for functions as matrices do for normal vectors

− that is they describe general linear transformations

− for a function f(x) the argument x can be seen as an index just like i is the index
of element vi of a vector v

− we will consider only symmetric kernels (that is, where K(x,y) = K(y,x)

− these play a similar role as symmetric matrices

◦ Eigensystems for Kernels

− ψ(y) is said to be an eigenfunction of a kernel functions if∫
K(x,y)ψ(y) dy = λψ(x)

− In an analogy to the eigen-decomposition of a symmetric matrix we can define the
eigen-decomposition of a symmetric kernel function

K(x,y) =
∑
i

λi ψi(x)ψi(y)
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− This is known as Mercer’s Theorem

− We proved the decomposition for matrices

∗ the difficult part in the proof is that you need the eigenvectors to span the
vector space

∗ this is intuitively obvious if there are n orthogonal eigenvectors in an n-dimensional
space

∗ it is harder in functions spaces and you need to define the vector space you are
modelling (e.g. L2)

∗ if you assume that the set of eigenvectors span the function space then the rest
of the proof is the same as for matrices

∗ don’t worry if you don’t understand this it is enough to remember Mercer’s
Theorem

− Mercer’s Theorem holds for any symmetric kernel function (it does not have to be
positive semi-definite)

− But if K(x,y) are positive semi-define then there exist real functions ϕi(x) =√
λiψi(x) such that

K(x,y) =
∑
i

λi ψi(x)ψi(y) =
∑
i

ϕi(x)ϕi(y)

∗ if K(x,y) was not positive semi-definite then some of the eigenvalues would be
negative and the functions ψi(x) would not be real-valued

2.2 SVM Kernels

• SVM Kernels are positive semi-definite symmetric functions

◦ There are four necessary and sufficient conditions that hold for any positive semi-
definite kernel

1. All their eigenvalues are non-negative (i.e. either zero or positive)

2. They can be decomposed as

K(x,y) = ϕ(x)Tϕ(y) =

p′∑
i=1

ϕi(x)ϕi(y)

where ϕi(x) are real-valued functions

3. Their quadratic form with any function f(x) is non-negative

4. For any set of points {x1,x2, . . . ,xn} the matrix

K =


K(x1,x1) K(x1,x2) · · · K(x1,xn)
K(x2,x1) K(x2,x2) · · · K(x2,xn)

...
...

. . .
...

K(xn,x1) K(xn,x2) · · · K(xn,xn)


is a positive semi-definite matrix

− such matrices are known as Gram matrices

− I didn’t mention this in the lecture and won’t use this property, but for com-
pleteness I mention it here (you won’t be tested on it)

− the proof that this is a necessary condition follows rather simply from the fact
that if we define a matrix Φ with elements Φik = ϕi(xk) then K = ΦTΦ and we
have seen many times any such matrix is positive semi-definite

• Recall from the previous lecture that any kernel function that allows a decomposition in
terms of positive functions can be used an SVM where we can use the kernel trick

◦ If we don’t use positive semi-definite kernels then our "distances" (used in computing
margins) are no-longer proper distances and can be negative (invalidating everything)
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2.3 Constructing SVM Kernel

• Most functions of two variable won’t be positive semi-definite

• Given a function of two variables it is hard to determine if it is positive-semi definite (none
of the definitions are particularly easy to use)

• However we can use simple rules to build positive-semi definite (PSD) kernels from other
positive semi-definite kernels

1. Our starting point is to note the inner produce ⟨x,y⟩ = xTy is positive semi-definite

◦ as an aside we don’t necessarily need to use normal vectors as our features so long
as we objects with an inner-product

2. Adding PSD kernels
if K1(x,y) and K2(x,y) are PSD kernels then so is K3(x,y) = K1(x,y) +K2(x,y)

◦ To prove this we can use the property that PSD have non-negative quadratic form

Q =

∫
f(x)K3(x,y) f(y) dxdy

=

∫
f(x)

(
K1(x,y) +K2(x,y)

)
f(y) dx dy

=

∫
f(x)K1(x,y) f(y) dxdy +

∫
f(x)K2(x,y) f(y) dxdy ≥ 0

3. Multiplication by a positive scalar
if K1(x,y) is a PSD kernels and c > 0 then so is K3(x,y) = cK1(x, ,y)

◦ We can prove this in a similar way to the last proof

4. Multiply PSD kernels
if K1(x,y) and K2(x,y) are PSD kernels then so is K3(x,y) = K1(x,y)K2(x,y)

◦ This is easy to prove using the decomposition of PSD to inner products

K3(x,y) =
∑
i,j

ϕ1i (x)ϕ
1
i (y)ϕ

2
j (x)ϕ

2
j (y) =

∑
i,j

ϕ3ij(x)ϕ
3
ij(y)

where ϕ3ij(x) = ϕ1i (x)ϕ
2
j (x)

− this (double) sum we can treat as an inner-product

− if is easy to show that the quadratic form with any function f(x) is non-negative

5. Powers of PSD kernels
if K1(x,y) is a PSD kernels then so is Kn

1 (x,y) for any natural number n

◦ Since the product of any two PSD kernels are PSD then the square of a PSD kernel
is PSD

◦ But by an inductive argument this holds for any integer power

6. Exponentiial of PSD kernels
The exponential of a PSD kernel is also a PSD kernel

◦ convergent Taylor expansions allow us to approximate a function to any degree of
accuracy

◦ often Taylor expansions aren’t everywhere convergent (so we have to be careful

◦ but Taylor expansions of exponentials are everywhere convergent

◦ further Taylor expanding an exponential of a PSD kernel involves a sum of PSD
kernels

eK(x,y) =
∑
i

1

i!
Ki(x,y) = 1 +K(x,y) +

1

2
K2(x,y) + · · ·

− each term is a PSD kernel
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7. If K(x,y) ⪰ 0 then K1(x,y) = g(x)K(x,y) g(y) ⪰ 0

◦ Consider the quadratic form for any function f(x)

Q =

∫
f(x)K1(x,y) f(y) dxdy =

∫
f(x) g(x)K(x,y) g(y) f(y) dx dy

=

∫
h(x)K(x,y)h(y) dx dy > 0

where h(x) = f(x) g(x) and we used the fact that K(x,y) ⪰ 0 so that its quadratic
form with any function (in this case h(x)) is non-negative.

◦ As Q ≥ 0 then K1(x,y) ⪰ 0

• Using these properties we see that K(x,y) = e−γ ∥x−y∥2 is a PSD kernel if γ > 0

◦ Now xTy is and inner product so a PSD kernel

◦ Since 2 γ > 0 then 2 γ xTy is a PSD kernel

◦ But then so is e2 γ xTy as it is the exponential of a PSD kernel

◦ Now
K1(x,y) = e−γ ∥x−y∥2 = e−γ ∥x∥2 e2 γ xTy e−γ ∥y∥2

is of the form g(x)K(x,y) g(y) where K(x,y) = e2 γ xTy ⪰ 0 and g(x) = e−γ ∥x∥2 so
K1(x,y) ⪰ 0

◦ This kernel is known as the radial basis function or RBF or Gaussian kernel

◦ It has a hyper-parameter, γ that determines the length scale in the problem (or rather
inverse-length scale)

◦ this is a very important kernel as it often (but certainly not always) gives good perfor-
mance (if γ is appropriately chosen)

• Non-numerical Kernels

◦ When SVMs were fashionable there was a whole industry of researchers finding clever
kernels

◦ When working with language or trees or graphs it paid to create bespoke kernels for
these structures

◦ Typically these would all be built up from inner-products

◦ Using clever algorithms you can build very clever kernels functions

◦ One down side of SVM kernels is they don’t naturally capture prior knowledge about
the problem being tackled

− a clever work around is to build SVMs based on other learning machines that are
trained the problem

− an example of this is the use of Fisher kernels based on Fisher information

2.4 Why SVM kernels need to be positive semi-definite

• Recall that we required K(x,y) = ⟨ϕ(x),ϕ(y)⟩ where the components of ϕ(x) are real, i.e.
ϕk(x) is a real number.

• We used the inner product to compute the separation between the data points ϕ(xi) and
the separating plan given by wTϕ(x) = b in the extended feature space.

• But this only makes sense if ⟨ϕ(x),ϕ(y)⟩ defines a proper inner produce. In particular
⟨ϕ(x),ϕ(x)⟩ = ∥ϕ(x)∥2 ≥ 0 (with equality only if ϕ(x) = 0).
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• Now by Mercer’s theorem ϕi(x) =
√
λi ψi(x) where ψi(x) is the ith eigenfunction of K(x,y)

with eigenvalue λi. But if λi < 0 then
√
λi is imaginary. Note that

∥ϕ(x)∥2 = ⟨ϕ(x),ϕ(x)⟩ =
∑
i

λi ψ
2
i (x)

but this is not guaranteed to be non-negative for every value of x if some eigenvalues are
negative.

• You can also show that the Hessian of the dual objective function is equal to −yi yj K(xi,xj)
which is negative semi-definite provided K(x,y) ⪰ 0. If this is not the case there will be a
maximum as some combination of the Lagrange multipliers that goes to infinity.

2.5 Beyond SVMs

• There are a lot of other kernel based learning machines

• Many of these use constraints

• They often involve linear operations between vectors where the optimum depends on the
inner-product of vectors

◦ thus we can use the kernel trick

• SVR are support vector machines for regression

◦ here we try to find a dividing plane so that all points lie within a margin (the exact
opposite of what we had)

◦ We can introduce slack variables to allow some points to lie outside the margin

− the slack variables much be non-negative

− we can use a linear punishment si or quadratic punishment s2i

• We can also do kernel ridge regression

min
w

λ ∥w∥2 +
∑
i

(
yi −wTϕ(xi)

)2
◦ ∥w∥2 is a regularisation term

◦ The weights must lie in the space spanned by the set of extended feature vectors
{ϕ(xk)|k = 1, 2, . . . ,m}

◦ Thus we can write
w =

∑
i

αiϕ(xi)

− Note that here αi are just parameters; they are not Lagrange multipliers and they
can be negative

◦ Substituting this into the objective function for ridge regression we get a quadratic
optimisation problem in α that just depends on the inner products ϕT(xi)ϕ(xj)

◦ We can use the kernel trick

• Kernel PCA

◦ For kernel PCA we map features into an external feature space

◦ We then use the dual form of PCA (which we’ve done in an earlier lecture)

◦ This allows us to find non-linear manifolds where the data varies

• Kernel Canonical Correlation Analysis

5



◦ Canonical correlation analysis finds correlations between datasets

◦ The linear form is a bit naff

◦ But the kernel form can give nice results

• Gaussian Processes

◦ Gaussian Processes also use kernels

◦ They are a bit different to other kernel methods

− we don’t think of the working in an extended feature space

− but they are PSD

◦ They are one of the most successful methods for doing regression

◦ We will look at them later

3 Exercises

3.1 Quadratic Kernels

• Show that the kernel function K(x,y) = ϕT(x)ϕ(y), where

ϕ(x) = (x21, x
2
2, x

2
3,
√
2x1x2,

√
2x1x3,

√
2x2x3)

can be written as (xTy)2 is x and y are vectors of length 3.

• Answer below

3.2 Kernel Ridge Regression

• Work out the details for kernel ridge regression

• Have a go at implementing kernel ridge regression on a real data set

• I’ll leave you to work this out

4 Experiments

4.1 Gram Matrix

• Generate ten random vectors (x1,x2, . . . ,x10) where xk ∈ R5

• Compute the Gram matrix K with components

Kkl = K(xk,xl) = e−∥xk−xl∥2

• Show that K is positive definite by computing its eigenvalues

n = 10;
X=randn(n,5); % matrix of vectors
K = zeros(n,n); % define holder for Gram
for i = 1:n
x = X(i,:);
for j = 1:n
y = X(j,:);
K(i,j) = exp(-norm(x-y)^2); % define elements of Gram matrix

endfor
endfor

K % Gram matrix
eig(K) % Eigenvalues should all be non-negative

6



5 Answers

5.1 Quadratic Kernel

• This is just straightforward algebra

ϕT(x)ϕ(y) = x21y
2
1 + x22y

2
2 + x23y

2
3 + 2x1x2y1y2 + 2x1x3y1y3 + 2x2x3y2y3

= (x1y1 + x2y2 + x3y2)
2 = (xTy)2

• In the lecture notes we did the 2-d case

• Note that the more general polynomial kernel is

Kp(x,y) = (1 + xTy)p

◦ this is more commonly used as it incorporates the lower dimensional polynomial ker-
nels
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AICE3001/AICE6002: Mathematics of Machine Learning
Subsidiary Notes — Lecture 16: Wasserstein GANs

Adam Prugel-Bennett

September 14, 2026

1 Keywords

• GANs, Wasserstein distance, Duality, WGANs

2 Main Points

2.1 Generative Adversarial Networks GANs

• GANs are generative models

• They are often used for generating images or text

◦ we will consider images just to be concrete but nothing really changes if we use text

• The task of the GAN is to generate images from the same distribution as those of a dataset
D

• GANs use two networks

1. A generator network

◦ It is fed a random vector z ∼ N (0, I)

◦ They are usually networks made with fully connected and deconvolution layers
with weights wG

◦ They generate an "image" x̂ = G(z,wG)

◦ We train the weights to deceive the discriminator network

2. A descriminator network

◦ They receive either

− a random sample from D or

− an image x̂ generated by the generator seeded with a random vector z

◦ They are trained using backpropagation where the target output is

− 1 for the real image from D or

− 0 if the input is from the generator

◦ They are usually CNN networks

• The generator weights are also learned by back-propagation through both the descriminator
and generator networks where the target is for the descriminator for output 1

◦ the descriminator weights aren’t changed

◦ this is opposite to the loss for the descriminator

◦ it is fed the information about how to fool the descriminator (i.e. how to change the
elements of x̂ to maximise the output of the descriminator)
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◦ Hopefully over time the generator produces image more like those from D

• Problems with GANs

◦ GANs are notoriously hard to train

◦ The training of the descriminator and generator can become decoupled

◦ For example, the descriminator can become so good that any local change of x̂ doesn’t
fool the descriminator

− but this means there is no gradient to direct the learning of the generator

◦ To overcome this we consider a very different approach

2.2 Wasserstein Distance

• The Big Picture

◦ We consider minimising the distance between the distribution of images generated by
the generator (that is, the distribution of x̂ = G(z,wG) where z ∼ N (0, I)) and the
distribution of real images (where we consider D to be a set of samples drawn from
this distribution)

◦ How do we measure distances between probability distributions?

◦ One of the most common methods is to use the KL-divergence

KL(p∥q) =
∫

p(x) log

(
p(x)

q(y)

)
dx

− Relatively nice to compute

− Not a true distance (but that doesn’t bother us)

− Unfortunately it can get very large even when the probability distributions are
relatively close together

• Earth-Moving Distance

◦ An very natural distance measure is the minimum distances you have to move the
probability mass in one distribution p(x) to make it identical to a second distribution
q(x)

◦ This is also known as the Wasserstein distance

◦ Although conceptually straightforward it is a bit nasty to compute

◦ Optimal Transport Policy

− We start from a transport policy γ(x,y) that tells us how much probability mass (or
density) we need to move from probability distribution p at point x to probability
distribution q at point y

− As we start with a distribution p(x) we need∫
γ(x,y) dy = p(x)

− As we end with a distribution q(x) we require∫
γ(x,y) dx = q(y)

− Note that γ(x,y) looks like a joint probability distribution

∗ It is non-negative

∗ Integrating over x and y we get 1
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− We denote the set of probability distributions that satisfy these constraints Λ(p, q)

− The cost of a particular transport policy is

C(γ) =

∫ ∫
d(x,y) γ(x,y) dx dy = Eγ [d(x,y)]

since γ(x,y) is the amount of probability mass we move and d(x,y) is the distance
we move it

− The optimal transport policy is the distribution γ ∈ Λ(p, q) with the minimum cost

− The cost of the optimal transport policy is the Wasserstein distance

W (p, q) = min
γ∈Λ(p,q)

Eγ [d(x,y)]

− For high dimensional probability distributions finding the optimal transport policy
using this definition is impractical

◦ Linear Programming

− Computing the Wasserstein distance is a linear programming problem

− We want to choose γ(x,y) to minimise a linear objective function C(γ) subject to
linear constraints

− We can write this as a Lagrange problem

L =

∫
d(x,y) γ(x,y) dx dy −

∫
α(x)

(∫
γ(x,y) dy − p(x)

)
dx

−
∫

β(y)

(∫
γ(x,y) dx− q(y)

)
dy

subject to γ(x,y) ≥ 0

∗ α(x) and β(y) are Lagrange multiplier functions

∗ This looks strange because we are used to optimise vectors in Linear program-
ming but here we optimise functions

∗ We can discretise the function and we would get a vector

∗ But functions form a vector space so we can define a linear programme for
functions

− Dual Form

∗ We can rearrange the Lagrangian as

L =

∫
α(x) p(x) dx+

∫
β(y) q(y) dy −

∫
γ(x,y) (α(x) + β(y)− d(x,y)) dx dy

∗ Now we can interpret γ(x,y) as a Lagrange multiplier function so that the dual
problem is

max
α(x),β(x)

∫
α(x) p(x) dx+

∫
β(y) q(y) dy

subject to
α(x) + β(y) ≤ d(x,y)

· note this is an inequality constraint because γ(x,y) ≥ 0

∗ But this has to be true when x = y so

α(x) + β(x) ≤ d(x,x) = 0

∗ Thus β(x) = −α(x)− ϵ(x) where ϵ(x) ≥ 0

∗ Our objective function becomes∫
α(x) p(x) dx+

∫
β(y) q(y) dy =

∫
α(x) (p(x)− q(x)) dx−

∫
q(x) ϵ(x) dx
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∗ But this is clearly maximised when ϵ(x) = 0 therefore β(x) = −α(x)

∗ The problem simplifies to

max
α(x)

∫
α(x) p(x) dx−

∫
α(y) q(y) dy = max

α(x)

(
Ep[α(x)]− Eq [α(x)]

)
subject to

α(x)− α(y) ≤ d(x,y)

∗ functions α(x) that satisfy this constraint are known as Lipschitz-1 functions

∗ An equivalent condition is that

∥∇xα(x)∥ ≤ 1

· this is a continuity condition saying the output has to change slowly as we
change the input

2.3 Wasserstein GANs

• In our Wasserstein GAN we train a generator to minimise the Wasserstein distance between
the distribution of images from the generator and the true distribution

• We use mini-batches to approximate the expectations

Ep[α(x)] ≈
1

|B|
∑
x∈B

α(x), Eq [α(x)] ≈
1

n

n∑
i=1

α(G(zi,wG))

• We need to find the function α(x) that maximises the difference between these expectations

• We make α(x) a neural network called the critic

◦ this plays the same role as the discriminator in a normal GAN

◦ Again we make this a CNN

◦ The difference is it has to be Lipschitz-1

◦ This is difficult to achieve and is usually bodged (you can read the literature if you are
interested)

• Wasserstein GANs claim to solve many of the problems of normal GANs

◦ They are not perfect because they only approximate the Lipschitz-1

• They are for me one of the elegant solutions in machine learning of the last few years
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AICE3001/AICE6002: Mathematics of Machine Learning
Subsidiary Notes — Lecture 19: Probability

Adam Prugel-Bennett

September 18, 2026

1 Keywords

• Probability, Random variable, Expectations

2 Main Points

2.1 Basic Language

• Probability is the process of modelling a world with uncertain outcomes

• The model is not perfect, but reflects what we care about

• Mathematicians model the possible outcomes of the world they are considering in terms of
a set of elementary events

• This set is frequently called Ω (but you are free to give it any name)

• The elementary events are mutual exclusive so that if ωi, ωj ∈ Ω then ωi ∩ ωj = ∅ (this just
means there is no intersection between elementary events)

• The set is exhaustive so that
⋃

i ωi = Ω

• This means in our model of the world every possible outcome is included in Ω

• Now we are often not interested in elementary events (they may be too small)

• Instead we consider events E =
⋃
i∈I

ωi where I is some index set

• Suppose we are modelling the probability of a darts match

• Ω might represent every location where a dart might land

• ωi ∈ Ω is a particular position

• I might be interested in the probability of a bull’s eye B =
⋃
i∈I

ωi

• In this particular case this is a union of an uncountable infinity of points

• In this case I might represent the elementary events by a 2-d vector x

• The event of getting a bull’s eye corresponds to x being within the region that defines the
bull’s eye

1



2.2 Probability and Random Variables

• We can attribute a probability, P[E ], to an event, E

• Probabilities are number between 0 and 1: 0 ≤ P[E ] ≤ 1

• 0 means the event never occurs, 1 means the event definitely will occur

• P[E ] + P[¬E ] = 1 where ¬E = Ω \ E

• That is, the probability of an event occurring and the event not occurring is 1

• In some cases we can interpret P[E ] as the expected frequency of occurrence of a repetitive
trial

• E.g. If the event, E is rolling an (honest) dice and getting an even number then P[E ] = 1
2 can

be seen as saying that on average this will happen half the time if you repeat the experiment
often enough

• However how to we interpret P[Pass COMP6208 exam]?

• Hopefully, this is something you only attempt once

• We can think of probability as encoding our informed belief that something will happen

• When our knowledge changes our probability will change

• Random variables, X, are numbers we assign to each elementary event (many events can
have the same number assigned)

• That is we partition the set of outcomes Ω and assign a numbers to each partition

• E.g. for a dice

X =

{
0 if ω ∈ {1, 3, 5}
1 if ω ∈ {2, 4, 6}

• If we let Ei be the event that corresponding to the partition with value xi then P[X = xi] =
P[Ei]

• It is common practice (though not universal) to denote random variables with capital letters

• The correspond to events with uncertain outcomes (things that happen in the future)

• We distinguish the scalar that we assign to random variables by writing them in lower case,
e.g. xi

• When we write P[X] we can view this as short-hand for

(P[X = x] | x ∈ X ) = (P[X = x1] ,P[X = x2] , . . .P[X = xn])

where X is the set of possible values that X can take

• That is, P[X], is the probability mass function which tells us the probability of the random
variable X for all possible values it can take

• We differentiate between random variables (capitals) and scalars (lower case) because they
behave very differently when we take expectations

• A function, Y = g(X), of a random variable X is a random variable

• Continuous random variables
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◦ When we consider random variables with continuous outcomes (e.g. the time I go to
bed, T ) then there is an uncountable infinity of possible outcomes and P[T = t] = 0

◦ Here we can consider the probability of a random variable, X occurring in a ball,
B(x, ϵ), of radius ϵ around the point x

◦ Taking the ratio of that probability to the volume of the ball in the limit ϵ → 0 defines a
probability density

fX(x) = lim
ϵ→0

P[X ∈ B(x, ϵ)]
|B(x, ϵ)|

◦ Probability densities are not probabilities (they are positive, but not necessarily less
than 1)

◦ Because they are densities, if I change the way I measure volumes then the numeric
values of the density will change (probability density measured in units of probability
per cm is different to that measured in units of probability per inch)

◦ A consequent is that if we do a change of variables then often the probability density
will change

◦ Consider a region R—we can describe this using different coordinate systems x or
y = g(x)

P[X ∈ R] =

∫
R
fX(x) dx = P[Y ∈ R] =

∫
R
fY (y) dy

(that is the probability of the event occurring in some region should not depend on
coordinate region we use)

◦ Thus fX(x) |dx| = fY (y) |dy| or

fX(x) = fY (y)

∣∣∣∣dydx
∣∣∣∣ = fY (g(x)) |g′(x)|

◦ In high dimensions if we make a change of variables x → y(x) (which can be seen as a
change of random variables X → Y (X)) then

fX(x) = fY (y) |det(J)|
where J is the Jacobian matrix

J =


∂ y1
∂ x1

∂ y1
∂ x2

· · · ∂ y1
∂ xn

∂ y2
∂ x1

∂ y2
∂ x2

· · · ∂ y2
∂ xn

...
...

. . .
...

∂ yn
∂ x1

∂ yn
∂ x2

· · · ∂ yn
∂ xn


◦ An alternative definition of probability densities in 1-d is

fX(x) = lim
δx→0

P[x ≤ X < x+ δx]

δx

◦ Thus
fX(x) δx ≈ P[x ≤ X < x+ δx]

so that fX(x) δx ≤ 1 (since this is a probability)

• Cumulative Distribution Functions (CDF)

FX(x) = P[X ≤ x] =


∑

i:xi≤x
P[X = xi]∫ x

−∞ fX(y) dy

◦ This is a function that goes from 0 to 1 as x goes from −∞ to ∞
◦ For continuous random variables

fX(x) =
dFX(x)

dx

◦ Sometimes it is easy working with the CDF than the PDF
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2.3 Expectations

• Expectations compute the average value of a quantity (it is a number)

• Mathematicians write expectations as EX [· · ·] (note that physicist often use ⟨· · · ⟩)

• We can define the expectation of Y = g(X) as

EX [g(X)] =


∑
x∈X

g(x)P[X = x]∫
g(x) fX(x) dx

• The expectation of a constant c is c

EX [c] =


∑
x∈X

cP[X = x] = c
∑
x∈X

P[X = x] = c∫
c fX(x) dx = c

∫
fX(x) dx = c

• A consequence of this is that EX [EX [g(X)]] = EX [g(X)]

• Summations and integrals are linear operators

∑
i

(a xi + b yi) = a

(∑
i

xi

)
+ b

(∑
i

yi

)
∫

(a f(x) + b g(x)) dx = a

(∫
f(x) dx

)
+ b

(∫
g(x) dx

)
from which it follows that expectations are linear

E[aX + b Y ] = aE[X] + bE[Y ]

• Beware usually E[X Y ] ̸= E[X] E[Y ] (unless X and Y are independent)

• Indicator Functions

◦ Indicator functions are functions that take on the value of 0 or 1

◦ They are written in different ways. One nice form is the Iverson notation

JpredicateK =

{
1 if predicate is True

0 if predicate is False

◦ Sometimes it is written IA(x) where A(x) is the predicate

◦ Donald Kunth is a champion of the Iverson notation (it is easy to manipulate)

◦ For probabilities

P[predicate] = E[JpredicateK]

it is not too difficult to convince yourself that this is correct as you are summing the
probabilities where the predicate is true

◦ As an example the CDF is given by

FX(x) = P[X ≤ x] = E[JX ≤ xK]
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2.4 Calculus of Probabilities

• When we model the world it is common to consider different random variables

• In this case we can consider the joint probability

pX,Y (x, y) = P[X = x, Y = y]

i.e. the probability of the event where both X = x and Y = y

• P[X = x, Y = y] = P[Y = y,X = x] the order in which you write the random variables in a
joint distribution function doesn’t matter

• There are really only a couple of ways you can manipulate probabilities (this defines the
calculus of probability)

• The first is known as marginalisation. Given P[X,Y ]

P[X = x] =
∑
y∈Y

P[X = x, Y = y]

where Y is the set of values that the random variable Y takes

• Often we will just write

P[X] =
∑
Y

P[X,Y ]

• Conditional Probability

◦ The other rule of probability involves introducing conditional probabilities

◦ We can also define the probability of an event X given that Y = y has occurred

P[X | Y = y] =
P[X,Y = y]

P[Y = y]

◦ This is a probability over X. If we marginalise over X then∑
x∈X

P[X = x | Y = y] =

∑
x∈X P[X = x, Y = y]

P[Y = y]
=

P[Y = y]

P[Y = y]
= 1

◦ In constructing a model it is often much easier to specify conditional probabilities
(because you know something) rather than joint probabilities

◦ When manipulating probabilities it is often easier to work with joint probabilities be-
cause we can simplify them by marginalising out random variables we are not inter-
ested in

◦ To obtain the joint probability from a conditional probability we use

P[X,Y ] = P[X|Y ] P[Y ] = P[Y |X] P[X]

◦ This generalises to more random variables

P[X,Y, Z] = P[X,Y |Z] P[Z] = P[X|Y, Z] P[Y |Z] P[Z]

◦ This way of breaking down probabilities in not unique. For example, we could have
written

P[X,Y, Z] = P[Y, Z|X] P[X] = P[Z|Y,X] P[Y |X] P[X]
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◦ Note that P[A,B | X,Y ] means the probability of random variables A and B given that
X and Y take particular values

◦ Beware: conditional probabilities, P[X | Y ] are probabilities for X, but not Y∑
x∈X

P[X = x | Y ] = 1∑
y∈Y

P[X | Y = y] ̸= 1

(in general)

◦ Note that

EY [P[X | Y ]] =
∑
y∈Y

P[Y = y] P[X|Y = y]

=
∑
y∈Y

P[X,Y = y] = P[X]

that is taking the expectation of P[X | Y ] with respect to Y is the same as marginalising
the joint probability P[X,Y ] with respect to Y

◦ Joint probabilities does not imply causality

◦ We might believe there is a causal relationship between getting very cold and catching
a cold P[Catch cold | freezing] > P[Catch cold]

◦ However we can use Bayes’ rule (see next lecture) to compute P[freezing | Catch cold]

◦ That is, given all I know is that Bob has a cold I can deduce the probability that he was
freezing shortly before catching the cold. This is a perfectly sensible thing to consider,
but clearly it does not imply that freezing yesterday was caused by him catching a cold
today

• Independence

◦ Random variables X and Y are said to be independent if

P[X,Y ] = P[X] P[Y ]

◦ Because P[X,Y ] = P[X|Y ] P[Y ] and P[X,Y ] = P[Y |X] P[X] independence implies

P[X|Y ] = P[X] P[Y |X] = P[Y ]

◦ Probabilistic independence only implies a mathematical co-incident not necessarily
causal independence. There are examples of events that are causally dependent but
nevertheless statistical independent (although such cases are rare)

◦ However causal independence always implies probabilistic independence

◦ If X ∈ {0, 1} represents the outcome of tossing a coin and Y ∈ {1, 2, 3, 4, 5, 6} the
outcome of rolling a dice then X and Y are independent

◦ In well conducted experiments we expect the results we obtain are independent (that
is the outcome of one experiment should not affect the outcome of another experiment)

◦ Let D = (X1, X2, . . . , Xm) represents possible outcomes from a set of m well conducted
experiments then

P[D] =
m∏
i=1

P[Xi]
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◦ Denoting a possible sentence I might say by S = (W1,W2, . . . ,Wm) then

P[S] ̸=
m∏
i=1

P[Wi]

◦ If this is not the case they you expect my sentences to be equally likely irrespective of
the order of my words (I certainly home this is not the case)

◦ Independence is a very useful condition that substantially simplifies probabilistic cal-
culations

◦ Independence is a strong condition that does not happen in many models. However,
a far more likely condition is conditional independence. For example, X and Y are
conditionally independent given Z if

P[X,Y |Z] = P[X|Z] P[Y |Z]

◦ Me working today, W , and me getting stuck in a traffic jam, J , are not statistically
independent events, but they are statistically independent (at least in a simple of model
of the world) given the day of the week, D

P[W,J |D] = P[W |D] P[J |D]

3 Exercises

1. Suppose I make an investment of capital C0 and each day I get a random return Rt such
that Ct = (1 + rt)Ct−1. Taking logs

log(Ct) = log(1 +Rt) + logCt−1 ≈ Rr + log(Ct−1)

where we assume |Rt| ≪ 1. Rearranging log(Ct)− log(Ct−1) ≈ Rt and summing

T∑
t=1

(log(Ct)− log(Ct−1)) = log(CT )− log(C0) =
T∑
t=1

Rt

Now log(CT )− log(C0) = log(CT /C0) = log(GT ) where GT = CT /C0 is the multiplicative gain
(or loss) in the investment. Let LT = log(GT ). Assuming we live in a random world so that
Rt ∼ N (0, ϵ). That is, the return each day is normally distributed with mean 0 and variance
ϵ. Furthermore, let us assume that Rt is independent of Rt′ then LT is the sum of T normal
independent variables so that LT ∼ N (0,

√
T ϵ). That is, fL(ℓ) = N (ℓ | 0,

√
T ϵ). Compute the

PDF of GT using

fG(g) = fL(ℓ)
dℓ

dg

where ℓ = log(g)

4 Answers

1. This may seem a crazy model, but it is very commonly used in finance and models stock
prices extremely well. I’m not going to give the answer, but the distribution is a log-normal
distribution which you can look up on Wikipedia. It occurs frequently when a random
variable is equal to a product of random variables (taking the logarithm and using the
central limit theorem—i.e. the sum of many random variables is approximately normally
distributed—gives rise to a log-normal distribution).
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AICE3001/AICE6002: Mathematics of Machine Learning
Subsidiary Notes — Lecture 20: On Becoming a Scientist

Adam Prugel-Bennett

September 15, 2026

1 Keywords

• Reproducibility, standard error, error bars, Bernoulli trials, null hypothesis, t-tests, statisti-
cal significance

2 Main Points

2.1 Reproducibility and Reporting

• Science requires that experiments can be reproduced, and machine learning is no exception

• A report should tell a story: why the work is interesting, and what specifically is being
tested

• It must also give enough detail for someone else to reproduce the work. For a deep learning
experiment that means

◦ the architecture

◦ the dataset, and how it was split into training, validation and test sets

◦ any preprocessing

◦ the optimiser, mini-batch size and learning rate

◦ the number of epochs

◦ any hyper-parameter tuning

◦ how long training took, on what hardware

• Publishing code is good practice but does not replace describing the method in the report

• Presenting results is not enough; you must interpret them. Every result is uncertain—a
different test set would give a different number—so results are meaningless unless their
uncertainty is quantified

2.2 Experimental Error

• If algorithm A scores 95% and algorithm B scores 97%, could the difference have happened
by chance?

• To answer this we assume the test examples are typical and independent (not, for example,
the same example repeated). These assumptions are not always true and should be checked

1



2.3 Estimating the Mean and its Error

• From measurements X1, . . . , Xn we estimate the mean and variance by

µ̂n =
1

n

n∑
i=1

Xi σ̂2
n =

1

n− 1

n∑
i=1

(Xi − µ̂n)
2

These are unbiased : E[µ̂n] = µ and E
[
σ̂2
n

]
= σ2

• The mean squared error of µ̂n is

E
[
(µ̂n − µ)2

]
=

1

n2
E

( n∑
i=1

(Xi − µ)

) n∑
j=1

(Xj − µ)


=

1

n2

n∑
i=1

E
[
(Xi − µ)2

]
+
∑
j ̸=i

E[Xi − µ] E[Xj − µ]

 =
σ2

n

because independence lets the cross terms factorise, and each factor E[Xi − µ] is zero

• The root mean squared error is σ/
√
n. The standard error (or estimated error in the mean)

replaces σ by its estimate:

∆ =
σ̂n√
n

• Report a result as µ̂n±∆, quoting only the significant figures that ∆ justifies: not 1.6582356±
0.122543 but 1.7± 0.1

2.4 Repeated Bernoulli Trials

• A success/failure outcome (e.g. a test example classified correctly or not) with independent
trials is a Bernoulli trial with unknown success probability p

• The number of successes K in n trials is binomial,

P[K = k] =

(
n

k

)
pk(1− p)n−k

with E[K] = n p and E
[
(K − n p)2

]
= n p (1− p)

• The estimate p̂ = K/n has mean squared error

E
[
(p̂− p)2

]
=

1

n2
E
[
(K − n p)2

]
=

p (1− p)

n

• We don’t know p, so the standard error is estimated as

∆ ≈
√

p̂ (1− p̂)

n

• p(1 − p) is largest at p = 1/2, which gives the worst case bound ∆ ≤ 1/(2
√
n). This is

pessimistic when p is small, while the estimate above is over-optimistic when p̂ = 0

• A quick rule of thumb: n = 10 000 test examples give a standard error of at most 0.5%
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2.5 Error Bars

• Conventions differ, so always say what your error bars show

◦ one standard error (±∆): the traditional choice. For roughly normal data the true
mean lies outside the bar about 32% of the time

◦ 95% confidence interval: about ±2∆ (more precisely ±1.96∆ for large n)

◦ standard deviation: describes the spread of the data, not the confidence in the mean,
so it should not be used as an error bar on a mean

• Box plots summarise a distribution rather than the uncertainty in its mean

2.6 Comparing Models

• How do we decide whether model B really is better than model A? The lecture animation
repeatedly simulates two models whose true performances differ, and shows that with few
test examples the worse model often appears better; with more data such mistakes become
rare

Model A Model B

µ̂100 µ̂100

• To quantify this we use a null hypothesis: models A and B have the same performance.
We then ask how likely a gap at least as large as the one observed would be if the null
hypothesis were true. This probability is the p-value

• The answer depends on the size of the gap, the number of observations and the variance
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2.7 T-tests

• William Gosset invented the t-test while working for the Guinness brewery, publishing under
the pseudonym Student. Student’s test assumes both sets of results are normal with the
same mean and the same variance under the null hypothesis

• Welch’s t-test, more common now, allows the variances to differ. With n results for A and m
for B,

t =
µ̂A − µ̂B

σ̂A,B
σ̂A,B =

√
σ̂2
A

n
+

σ̂2
B

m

• The p-value follows from t and the effective number of degrees of freedom (the Welch–
Satterthwaite formula)

ν =
σ̂4
A,B(

σ̂2
A/n

)2
/(n− 1) +

(
σ̂2
B/m

)2
/(m− 1)

Note the fourth power in the numerator: ν is dimensionless

• A small p-value means the observed gap would be unlikely if the null hypothesis were true.
By convention A is called statistically significantly different from B when p < 0.05

• Statistical significance does not mean the difference matters; that is a separate judgement

• The test assumes normally distributed results. Few people check, and it is usually a reason-
able approximation, but there are exceptions

• Example with X ∼ N (0.4, 1) and Y ∼ N (0.6, 0.25):
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2.8 Error Bars and Significance

• It is tempting to judge significance by whether error bars overlap, but this needs care
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• For two independent means with equal standard errors ∆ the standard error of the differ-
ence is

√
2∆. If one-standard-error bars just touch, the gap is 2∆ and t = 2∆/(

√
2∆) =√

2 ≈ 1.41, giving p ≈ 0.16 for large samples—not significant at the 5% level

• For significance at 5% the gap must be about 1.96 ×
√
2∆ ≈ 2.8∆, i.e. the bars must be

separated by a further 0.8∆ or so

• Conversely, non-overlapping 95% confidence intervals imply a difference well beyond the
5% level. When in doubt, do the test

2.9 Paired T-tests

• Sometimes much of the variation comes from the test examples themselves: model A may
be consistently better than B, but both do well on easy examples and badly on hard ones

• An ordinary t-test can then miss a real difference

• A paired t-test works with the per-example differences Di = Xi − Yi, whose variance is

σ̂2
D = σ̂2

X + σ̂2
Y − 2 ĉX,Y ĉX,Y =

1

n− 1

n∑
i=1

(Xi − µ̂X)(Yi − µ̂Y )

and then t = µ̂D/(σ̂D/
√
n) with n− 1 degrees of freedom. A strong positive correlation ĉX,Y

removes the shared variation

• Example with X = Z + X1, Y = Z + Y1, a shared Z ∼ N (0, 0.8), X1 ∼ N (0.4, 0.2) and
Y1 ∼ N (0.6, 0.2):
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2.10 Pitfalls

• Run the test once. At p < 0.05 a true null hypothesis produces a "significant" result
one time in twenty. Run the test twice and the chance of at least one false positive is
1− 0.952 ≈ 0.1; running tests until one succeeds is cheating

• To compare many models use a method designed for it, such as ANOVA, or correct the
threshold for the number of tests

• Simulating the null hypothesis. The t-test distribution comes from a difficult calculation,
but you can also simulate the null hypothesis many times and count how often the simulated
statistic exceeds the observed one. This works whenever the null hypothesis is easy to
simulate, even when normality fails

• Heavy tails. For distributions with thick tails, such as the Cauchy distribution, averaging
many samples need not give a reliable estimate of the mean. When nothing makes sense,
plot a histogram

0
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−5 −4 −3 −2 −1 0 1 2 3 4 5

Cau(x)

x

• The person you cheat when you don’t do this is yourself

3 Exercises

3.1 Reporting a classification accuracy

• A classifier gets 912 of 1000 test examples right. Estimate its accuracy and standard error,
and write the result down sensibly

3.2 How big a test set?

• How many test examples do you need to guarantee a standard error of at most 0.5% in an
accuracy, whatever the true accuracy?

3.3 Unbiased variance

• Show that E
[
σ̂2
n

]
= σ2 when σ̂2

n = 1
n−1

∑
i(Xi − µ̂n)

2 and the Xi are independent

3.4 Touching error bars

• Two models are each evaluated on many independent test examples and have equal stan-
dard errors ∆. Their one-standard-error bars just touch. Is the difference significant at the
5% level?

3.5 Multiple comparisons

• You compare 10 models against a baseline using separate t-tests at the 5% level. None of
them is actually any different from the baseline. What is the probability that at least one
test reports a significant difference?
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4 Answers

4.1 Reporting a classification accuracy

• p̂ = 0.912 and ∆ =
√
0.912× 0.088/1000 ≈ 0.0090

• So the accuracy is 0.912± 0.009, or (91.2± 0.9)%

4.2 How big a test set?

• The worst case is ∆ ≤ 1/(2
√
n). Requiring 1/(2

√
n) ≤ 0.005 gives

√
n ≥ 100, so n ≥ 10 000

4.3 Unbiased variance

• Write Xi − µ̂n = (Xi − µ)− (µ̂n − µ). Then∑
i

(Xi − µ̂n)
2 =

∑
i

(Xi − µ)2 − 2 (µ̂n − µ)
∑
i

(Xi − µ) + n (µ̂n − µ)2

=
∑
i

(Xi − µ)2 − n (µ̂n − µ)2

since
∑

i(Xi − µ) = n (µ̂n − µ)

• Taking expectations, and using E
[
(µ̂n − µ)2

]
= σ2/n,

E

[∑
i

(Xi − µ̂n)
2

]
= nσ2 − σ2 = (n− 1)σ2

so dividing by n− 1 gives an unbiased estimate

4.4 Touching error bars

• The gap is 2∆ and the standard error of the difference is
√
∆2 +∆2 =

√
2∆, so t =

√
2 ≈ 1.41

• With many examples t is approximately normal, and P[|Z| > 1.41] ≈ 0.16. The difference is
not significant at the 5% level

4.5 Multiple comparisons

• Each test independently gives a false positive with probability 0.05, so the probability of
none is 0.9510 and of at least one is 1− 0.9510 ≈ 0.40
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AICE3001/AICE6002: Mathematics of Machine Learning
Subsidiary Notes — Lecture 21: Bayesian Inference

Adam Prugel-Bennett

September 18, 2026

1 Keywords

• Bayes, Conjugate Priors, Uninformative Priors

2 Main Points

** Bayesian Statistics

• Background

◦ Bayesian statistics is an approach to making statistical inference

◦ It was first proposed by the Rev. Thomas Bayes but published after his death in 1761

◦ It was championed by the great French polymath Pierre-Simon Laplace

◦ It fell out of favour at the beginning of the 20th Century due to philosophical prejudice

− It was deemed to be unscientific because it requires specifying a prior probability
which seemed objective

◦ It was championed from the 1950’s by Ed Jaynes who eventually convinced most people
that Bayesian inference is consistent

◦ Perhaps more importantly with the raise of computers it was possible to demonstrate
that Bayesian methods work

• Bayes’ Rule

◦ Bayes rule follows from a simple identity

P[hi|D] =
P[D|hi] P[hi]

P[D]

− P[hi|D] is the posterior probability of hypothesis hi given data D
− P[D|hi] is the likelihood of the data given the hypothesis hi

− P[hi] is our prior probability (our belief in hypothesis hi before seeing the data

− P[D] is a normalisation terms I will call the evidence and is just equal to

P[D] =
n∑

i=1

P[hi,D] =
n∑

i=1

P[D|hi] P[hi]

• Although this is just a mathematical identity, to use it in inference requires specifying a
prior belief

◦ I argued from the first lecture that for machine learning to work we need to make
assumptions about the data

◦ In Bayesian approach these assumptions our built into our likelihood and prior
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• A nice property of Bayesian inference is that it turns the problem from an inverse problem
(computing the posterior P[hi|D]) into a forward problem of computing the likelihood P[D|hi]

◦ This solves problems of missing data (we only need to calculate the probability of the
data we see)

◦ It is also much more straightforward to model the forward process (from physics)
rather than the inverse process

◦ That said, it can still be technically very challenging

• Bayes’ rule has the same form whether we are working with discrete variables (where we
have probability masses) or continuous variables (where we have probability densities)

2.1 Conjugate Priors

• Technically performing Bayesian inference can be difficult because the posterior can be
very ugly to work with

• But for a few of the classic likelihood functions there exist conjugate prior distributions
such that the posterior is in the same class of distributions as the prior

◦ Suppose that the likelihood of observing data X given some parameters θ is p(X|θ)
(this may be a probability mass or density depending on whether X is continuous or
not)

◦ We want to infer θ which we do through the posterior p(θ|X)

◦ If we are lucky there is a family of distributions, Conj(θ|ϕ) parameterised by ϕ, that
describe the parameters of the likelihood θ and satisfy

Conj(θ|ϕ′) ∝ p(X|θ) Conj(θ|ϕ′)

◦ Thus if we start with a prior Conj(θ|ϕ0) then after observing data X1 we would end up
with a posterior Conj(θ|ϕ1) where ϕ1 depends on observation X1 and ϕ0

◦ We can repeat this

− When we make a second observation X2 our posterior now becomes our prior (we
have updated our beliefs) so now we obtain a new posterior

Conj(θ|ϕ2) ∝ p(X2|θ) Conj(θ|ϕ1)

• As an example let us consider a number of Bernoulli trials (we assume independent obser-
vations Xi ∈ {0, 1} occurring with probability p

◦ But we don’t know p

◦ We assume our prior distribution is a beta distribution Beta(p|a0, b0) ∝ pa0−1 (1− p)b0−1

◦ Our likelihood is P[X|p] = pX (1− p)1−X

◦ Using Bayes’ rule our posterior is

f(p|X) ∝ pX (1− p)1−X pa0−1 (1− p)b0−1 = pa0+X−1 (1− p)b0+1−X−1

◦ But this has the same functional form as a beta-distribution

◦ It will be a beta-distribution as it has to be normalised (posteriors are always nor-
malised)

◦ Thus f(p|X) = Beta(p|a1, b1) where a1 = a0 +X and b1 = b0 + 1−X

• The Poisson distribution is defined as

Pois[N |µ] = µN e−µ

N !
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◦ It describes the probability of observing N events where each event is assumed inde-
pendent and the expected number of events is µ

◦ Suppose we have made observations N1, N2, etc. and we are trying to infer µ

◦ The Poisson distribution has a conjugate distribution which is the gamma distribution

Gamma(µ|a, b) = ba µa−1 e−b µ

Γ(a)

◦ Assuming a prior Gamma(µ|a0, b0) and assume we make an observation N1 then the
posterior is given by

f(µ|N1) ∝ µN1 e−µ µa0−1 e−b0 µ = µa0+N1−1 e−(b0+1)µ

◦ Thus f(µ|N1) = Gamma(µ|a1, b1) where

− a1 = a0 +N1

− b1 = b0 + 1

• Conjugate priors are the exception rather than the rule but they do occur for some classic
distributions. E.g.

Likelihood Prior
Binomial/Bernoulli Beta
Poisson Gamma
Multinomial Dirchlet
Univariate Normal Gamma-Normal
Multivariate Normal Wishart

2.2 Uninformative Priors

• What should we do if we have no prior information

• This disturbed statisticians who felt that there might not be a subjective answer to this

• However, Ed Jaynes argued that there is a unique answer that we get by requiring invari-
ance

• Scale parameters

◦ Often we are trying to infer scale parameters

◦ These would include the rate in the Poisson distribution or the standard deviation in a
normal distribution

◦ They are non-negative numbers that determine the scale (i.e. what units we should
measure in)

◦ For most problems we have some idea about this (otherwise if would be difficult to do
the measurement)

◦ But we may still not no the order of magnitude of what we are measure in

◦ What should we use as a prior?

◦ The answer to this was given by Harold Jeffreys and is known as the Jeffreys’ prior

◦ Let’s see the argument

◦ If we have not idea about what scale an observable x takes then we should expect there
to be equal probability to be in the intervals [A,B] or the interval [A/c,B/c]

◦ This may seem strange as these two intervals are different lengths (but non-overlapping
if c ̸= 1) but if this wasn’t the case we would know something about which scale to use
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◦ If our prior for x is p(x) then we require∫ B

A
p(x) dx =

∫ B/c

A/c
p(x) dx

◦ Now we can make a change of variables

◦ y = c x so this last integral becomes∫ B/c

A/c
p(x) dx =

∫ B

A

1

c
p
(y
c

)
dy

◦ But for this to equal the first integral for any interval [A,B] we require

p(x) ∝ 1

x

◦ We note that if p(x) = 1/x then

p
(x
c

)
=

c

x
= c p(x)

as required

◦ The strange thing about this distribution is it in improper in that∫ ∞

0

1

x
= ∞

◦ Strangely a lot of uninformative priors turn out to be improper

◦ However, this doesn’t seem to matter in Bayesian inference: after making some obser-
vations we end up with a proper prior

• Benford’s Law

◦ There is a strange consequence of Jeffreys prior which was first speculated upon in
1881 when Simon Newcomb noticed that logarithm tables were much more used for
numbers beginning with 1 rather 2 and 2 rather than 3, etc. Frank Benford in 1938
looked at the occurrence of numbers in data set and found that the digit of first signif-
icant figure was more likely to be 1 than 2 and more likely to be 2 than 3.

◦ If we assume these numbers are measured in an arbitrary scale and the occurrence of
these numbers followed Jeffreys prior then the probability that real number between 1
and 10 actually took values between n and n+ 1 is given by∫ n+1

n
1
xdx∫ 10

1
1
xdx

=
log(n+ 1)− log(n)

log(10)
= log

(
n+ 1

n

)
◦ Note that we would get the same result if the number was between 10 and 100 and we

asked the probability that it was in the range 10n to 10 (n+ 1)

◦ But this means the digit of the most significant figure will be n

◦ So numbers beginning with 1 occur more often than numbers beginning with 2, and
numbers beginning with 2 occur more often than those beginning with 3, etc.

◦ This is weird but true (for most naturally occurring non-negative numbers)
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3 Exercises

3.1 Throwing Dice

• There are three dice on the table. Two of them are normal dice, while the other dice has 6
on two faces and 1, 2, 3 and 5 on the other face. A dice is chosen at random and is thrown
10 times. On three occasions the top face is a 6. What is the probability that the dice chosen
is the dishonest dice?

• See answers below

4 Experiments

4.1 Benford’s Law

• Benford’s law is so wacky that to convince yourself it is true you really need to test it out

• Find a set of data with features that are clearly scale parameters and have a go (you need
enough data points to be convincing)

◦ if you numbers are positive and could take any value then they are likely to be scale
parameter

5 Answers

5.1 Throwing Dice

• We use Bayes’ rule

P (dishonest|data) =
P (data|dishonest)P (dishonest)

P (data|dishonest)P (dishonest) + P (data|honest)P (honest)

• Now P (dishonest) = 1/3 and P (honest) = 2/3

• The probability of k success out of n trials with a success probability p is given by the
binomial distribution

Binom(k|n, p) =
(
n

k

)
pk (1− p)n−k

• The probability of 3 out of 10 rolls being a 6 is given by

P (data|dishonest) = Binom(3|10, 13) =
(
3

10

)(
1

3

)3(2

3

)7

P (data|honest) = Binom(3|10, 16) =
(
3

10

)(
1

6

)3(5

6

)7

• Thus

P (dishonest|data) =
1

1 + P (data|honest)P (honest)
P (data|dishonest)P (dishonest)

=
1

1 + 2
(
1
2

)3 (5
4

)7 = 0.29549
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AICE3001/AICE6002: Mathematics of Machine Learning
Subsidiary Notes — Lecture 22: Integral Calculus

Adam Prugel-Bennett

September 15, 2026

1 Keywords

• Riemann integral, fundamental theorem of calculus, integration by parts, substitution, Ja-
cobians, generating functions, gamma function, Gaussian integrals

2 Main Points

2.1 The Riemann Integral

• An integral is the area under a curve. Divide [a, b] into strips at points a = x0 < x1 < · · · <
xn = b and add up the areas of the rectangles:

∫ b

a
f(x) dx = lim

δxi→0

n−1∑

i=0

(xi+1 − xi) f(xi)

f(x)

x
a b

∫ b

a

f(x) dx = lim
δxi→0

n−1∑

i=0

(xi+1 − xi) f(xi)

≈ 1.057

• Integration is linear: splitting the sum,
∫ b

a
(r f(x) + s g(x)) dx = r

∫ b

a
f(x) dx+ s

∫ b

a
g(x) dx

2.2 The Fundamental Theorem of Calculus

• Let I(a, x) =
∫ x
a f(z) dz. Extending the upper limit by δx adds a thin strip of area δx f(x), so

dI(a, x)

dx
= lim

δx→0

I(a, x+ δx)− I(a, x)

δx
= f(x)

f(x)

x
a x

x+ δx

1



• Conversely, integrating a derivative, the Riemann sum telescopes:

∫ b

a

df(x)

dx
dx = lim

n−1∑

i=0

(xi+1 − xi)
f(xi+1)− f(xi)

xi+1 − xi
= lim

n−1∑

i=0

(f(xi+1)− f(xi))

= f(xn)− f(x0) = f(b)− f(a)

• So integration is an anti-derivative: it undoes differentiation

2.3 Indefinite and Multiple Integrals

• An indefinite integral is a function F (x) =
∫
f(x) dx with F ′(x) = f(x). Since F (x), F (x)+1,

F (x) + π, . . . all have the same derivative, F is only defined up to an additive constant

• Definite integrals follow from it:
∫ b
a f(x) dx = F (b)− F (a)

• For functions of several variables we integrate over regions, e.g.
∫∫

A f(x, y) dxdy. We
usually write a single integral sign,

∫
f(x) dx, for

∫
· · ·

∫
f(x1, . . . , xn) dx1 · · · dxn

2.4 Performing Integrals

• The basic method is to recognise an anti-derivative. Since dxn/dx = nxn−1,

∫
xn−1 dx =

xn

n
+ c (n ̸= 0),

∫ b

a
xn−1 dx =

bn − an

n

• The product and chain rules let us differentiate almost anything, but there are no general
rules for

∫
f(x) g(x) dx or

∫
f(g(x)) dx. Unlike differentiation there is no small parameter to

expand in. In general integration is hard

2.5 Integration by Parts

• Integrating the product rule d(f g)/dx = f ′ g + f g′ from a to b and rearranging,

∫ b

a
f(x)

dg(x)

dx
dx =

[
f(x) g(x)

]b
a
−
∫ b

a

df(x)

dx
g(x) dx

Whether this helps depends on whether the new integral is easier

• Example: the factorial function. Let Π(z) =
∫∞
0 xz e−x dx. Taking g(x) = −e−x,

Π(z) =
[
− xz e−x

]∞
0

+

∫ ∞

0
z xz−1 e−x dx = zΠ(z − 1)

since the boundary term vanishes for z > 0

• Π(0) =
∫∞
0 e−x dx =

[
− e−x

]∞
0

= 1, so for integers Π(n) = n (n− 1) · · · 1 = n!

2



2.6 Substitution

• Changing variable from x to u, with x = x(u), the Riemann sum becomes
∫ b

a
f(x) dx =

∫ u(b)

u(a)
f(x(u))

dx(u)

du
du

where u(x) is the inverse of x(u)

• Example. For I(n) =
∫∞
0 xn e−x2/2 dx, put u = x2/2, so x =

√
2u, dx/du = 1/

√
2u, and the

limits stay 0 and ∞:

I(n) =

∫ ∞

0
(2u)n/2 e−u du√

2u
= 2

n−1
2

∫ ∞

0
u

n−1
2 e−u du = 2

n−1
2 Π

(
n− 1

2

)

• So I(1) = 1, I(3) = 2 × 1! = 2 and I(5) = 22 × 2! = 8. Even n need Π at half integers, e.g.
I(0) = Π(−1/2)/

√
2, and I(2) =

√
2Π(1/2) = Π(−1/2)/

√
2 using Π(1/2) = 1

2Π(−1/2)

2.7 Changing Variables in Many Dimensions

• Changing variables x → u, volume elements are rescaled by the determinant of the Jaco-
bian: ∫

f(x) dx =

∫
f(x(u)) | det(J)| du, Jij =

∂xi
∂uj

• Polar coordinates. With x = r cos(θ) and y = r sin(θ),

| det(J)| =
∣∣∣∣det

(
cos(θ) −r sin(θ)
sin(θ) r cos(θ)

)∣∣∣∣ = r
(
cos2(θ) + sin2(θ)

)
= r

so dx dy = r dr dθ: a small patch at radius r has sides dr and r dθ

θ = arctan
(
y
x

)
r =

√
x2 + y2

x = r cos(θ)

y = r sin(θ)

dθ

drr d
θ

dA = r dr dθ

2.8 Differentiating Through the Integral

• Sometimes we can do an integral by differentiating a related, easier one. The moments of
a random variable are Mn = E[Xn] =

∫
xn fX(x) dx

• Define the moment generating function

Z(ℓ) = E
[
eℓX

]
=

∫ ∞

−∞
eℓx fX(x) dx

• Differentiating n times under the integral and setting ℓ = 0,

dnZ(ℓ)

dℓn

∣∣∣∣
ℓ=0

=

∫ ∞

−∞
xn fX(x) dx = Mn

3



2.9 The Cumulant Generating Function

• Expanding eℓx = 1 + ℓ x+ 1
2ℓ

2x2 + · · · inside the integral,

Z(ℓ) = 1 + ℓM1 +
1

2
ℓ2M2 +

1

3!
ℓ3M3 + · · ·

• Taking the logarithm, using log(1 + ϵ) = ϵ − 1
2ϵ

2 + 1
3ϵ

3 − · · ·, gives the cumulant generating
function

G(ℓ) = log(Z(ℓ)) = ℓM1 +
1

2
ℓ2

(
M2 −M2

1

)
+

1

3!
ℓ3

(
M3 − 3M2M1 + 2M3

1

)
+ · · ·

• The cumulants are κn = G(n)(0): κ1 is the mean, κ2 the variance and κ3 is related to the
skewness

2.10 Special Functions

• Some integrals have no closed form in terms of elementary functions. Π(z) is one: Π(n) = n!
for integers, but for general z it is a new function in its own right

• History has left us with the gamma function instead,

Γ(z) =

∫ ∞

0
xz−1 e−x dx = Π(z − 1)

• Other special functions defined by integrals include the Bessel, Airy, hypergeometric, ellip-
tic and error functions

• Integration is sometimes easier in the complex plane (largely due to Cauchy), and there is
an algorithm (the Risch algorithm) that decides whether many functions have elementary
integrals. It is complicated enough that it is only available inside symbolic packages such
as Mathematica. Both are beyond this course

2.11 Gaussian Integrals

• Integrals involving e−x2
appear whenever we work with normal distributions. The good

news is that they can all be done; the bad news is that they take some work

• The Gaussian integral. I1 =
∫∞
−∞ e−x2/2 dx has no elementary anti-derivative, but its

square does yield:

I21 =

∫ ∞

−∞

∫ ∞

−∞
e−(x2+y2)/2 dx dy =

∫ 2π

0
dθ

∫ ∞

0
r e−r2/2 dr

changing to polar coordinates. Substituting u = r2/2, du = r dr,

I21 = 2π

∫ ∞

0
e−u du = 2π =⇒ I1 =

√
2π

• Since I1 = 2 I(0) =
√
2Π(−1/2), this also shows Γ(1/2) = Π(−1/2) =

√
π

• Normal distribution. Substituting z = (x− µ)/σ,
∫ ∞

−∞
e−(x−µ)2/(2σ2) dx = σ I1 =

√
2π σ

which is why the normal density is

N (x | µ, σ2) =
1√
2π σ

e−(x−µ)2/(2σ2)
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2.12 Multivariate Gaussian Integrals

• In n dimensions the exponential of a sum is a product of exponentials, so the integral fac-
torises: ∫

e−
1
2
∥x∥22 dx =

n∏

i=1

∫ ∞

−∞
e−x2

i /2 dxi = (2π)n/2

• For a general covariance matrix Ξ, consider

I4 =

∫
e−

1
2
(x−µ)TΞ−1(x−µ) dx

• Diagonalise Ξ = VΛVT, with V orthogonal, so Ξ−1 = VΛ−1VT. Change variables to y =
VT(x − µ), i.e. x = V y + µ. The Jacobian is Jij = ∂xi/∂yj = Vij , and | det(V)| = 1 for an
orthogonal matrix, so

I4 =

∫
e−

1
2
yTΛ−1y dy =

n∏

i=1

∫ ∞

−∞
e−y2i /(2λi) dyi =

n∏

i=1

√
2π λi

• Now det(Ξ) = det(V) det(Λ) det(VT) =
∏

i λi, and det(cM) = cn det(M) for an n × n matrix,
so

I4 = (2π)n/2
√
det(Ξ) =

√
det(2πΞ)

• The multivariate normal density, which must integrate to 1, is therefore

N (x | µ,Ξ) = 1√
det(2πΞ)

e−
1
2
(x−µ)TΞ−1(x−µ)

• Normal distributions almost always lead to integrals that can be done in closed form, al-
though often with some effort. Being comfortable with integration is a genuine super-power

3 Exercises

3.1 Integration by parts

• Evaluate
∫ 1
0 x ex dx

3.2 Substitution

• Evaluate
∫∞
0 x e−x2

dx

3.3 Mean absolute value of a normal

• For a standard normal Z, use I(1) to find E[|Z|]

3.4 The normal moment generating function

• Show that for X ∼ N (µ, σ2) the moment generating function is Z(ℓ) = eµℓ+σ2ℓ2/2, by com-
pleting the square in the exponent. What does this say about the cumulants of a normal
distribution?

4 Answers

4.1 Integration by parts

• Take f(x) = x and g(x) = ex:
∫ 1

0
x ex dx =

[
x ex

]1
0
−
∫ 1

0
ex dx = e− (e− 1) = 1

5



4.2 Substitution

• With u = x2, du = 2x dx: ∫ ∞

0
x e−x2

dx =
1

2

∫ ∞

0
e−u du =

1

2

4.3 Mean absolute value of a normal

• By symmetry

E[|Z|] = 2√
2π

∫ ∞

0
z e−z2/2 dz =

2 I(1)√
2π

=

√
2

π
≈ 0.798

4.4 The normal moment generating function

•
Z(ℓ) =

1√
2π σ

∫
eℓx−(x−µ)2/(2σ2) dx

• Completing the square,

ℓ x− (x− µ)2

2σ2
= −

(
x− µ− σ2ℓ

)2

2σ2
+ µ ℓ+

σ2ℓ2

2

• The remaining integral is a normal density with mean µ + σ2ℓ, which integrates to 1, so
Z(ℓ) = eµℓ+σ2ℓ2/2

• Hence G(ℓ) = logZ(ℓ) = µ ℓ + 1
2σ

2ℓ2 exactly: κ1 = µ, κ2 = σ2, and every higher cumulant is
zero. The normal is the distribution whose cumulants stop after the second
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AICE3001/AICE6002: Mathematics of Machine Learning
Subsidiary Notes — Lecture 23: Gaussian Processes

Adam Prugel-Bennett

September 18, 2026

1 Keywords

• Gaussian Processes, regression

2 Main Points

2.1 The Big Picture

• Gaussian processes are a machine learning method for regression

◦ You can use them for classification but it is regression where they excel

• They put a prior on functions (preferring smooth functions)

• Conceptually they are easy

• They are easy to use

• But they are mathematically fiddly to understand

• Gaussian processes were first used for spatial modelling where the technique was know as
krigging

• They are one of the most powerful methods we have of doing regression

• They are quite general purpose as the prior we use is reasonable for a large number of
applications

2.2 Gaussian Processes

• Gaussian Processes are also mathematical objects

• A Gaussian Process assigns a probability to functions depending on their spatial smoothness

◦ We assume that the probability of f(x) taking a particular value is normally/Gaussian
distributed in a way that depends on the value of value of the function at other points

• This will be governed by a covariance or kernel function k(x,y) which tells us the covari-
ance of the prior

Ef

[
(f(x)−m(x)) (f(y)−m(y))

]
= k(x,y)

◦ This is an expectation over all functions from our probability distribution

◦ m(x) encodes a prior belief in the value of f(x)—normally we choose this to be 0 as
most often we don’t have any prior knowledge of the function

◦ Because the covariance is quadratic it will be positive semi-definite

1



◦ The kernel function is critical to determining the type of function we will learn

◦ Choosing this kernel function correctly is essential to make GP work

• The values at each point x is normally or Gaussianly distributed

p(f |m, k) ∝ e
−1

2

∫
(f(x)−m(x)) k−1(x,y) (f(y)−m(y)) dx dy

◦ It is a little unclear exactly what this means for functions: working with function spaces
one has to be very careful (e.g. to normalise this we have to sum over all functions)

◦ Nevertheless it is clear that we can use this for comparing the likelihood of different
functions

◦ If you discretise the domain of x then

p(f |m, k) ∝ e

−1
2

∑
i,j

(f(xi)−m(xi)) k
−1(xi,xj) (f(xj)−m(xj))

− the probability function is now a well-define multi-dimensional normal distribution

− here it is clear that the value at each point is normally distributed

− to get back to the integral form we have to take a limit where our discrete points
become every closer together (this stresses out mathematicians who point out that
nasty things can happen, but for the rest of us we just go ahead)

◦ We can sample Gaussian processes from this distribution

− in low dimensions this allows us to visualise the type of functions we are likely to
learn

− you can try this out in the experiment section

2.3 Bayesian Inference

• We can use Gaussian Processes as a prior for performing regression

• We assume we have a set of data points D =
(
(xi, yi)

∣∣i = 1, . . . ,m
)

• The likelihood for data is taken to be a normal distribution

p(D|f) =
m∏
i=1

N
(
yi
∣∣f(xi), σ

2
)

◦ We assume that f(xi) is the true value of the function at xi, but, because of measure-
ment error, yi will be distributed according to a normal distribution

◦ σ is the accuracy of our measured data (it is another hyper-parameter we must choose)

◦ Note we are assuming the data points are independent of each other (which is usually
a good approximation)

• We can now compute a posterior

p(f |D,m, k, σ) =
p(D|f, σ) p(f |m, k)

p(D|m, k, σ)

◦ I have explicitly written in the dependencies on they hyper-parameters m, k and σ

◦ The Gaussian Process prior is a conjugate distribution for the normal likelihood

◦ Computing probabilities over functions is slightly wild

• It is more useful to compute the probability at a particular point x∗

2



◦ To compute this we marginalise over all other points

− This is non-trivial but doable

− If you have a multivariate normal distribution

N (x|µ,C) = 1√
|2πC|

e−
1
2 (x−µ)TC−1 (x−µ)

and you integrate over xi (marginalise it out) then∫ ∞

−∞
N (x|µ,C) dxi = N (x̂|µ̂, Ĉ)

where x̂ and µ̂ are identical to x and µ except with their ith component removed
and Ĉ is identical to C except with the ith row and column removed

− Intuitively this seems very natural (if xi can take any value it doesn’t change the
mean or covariance between other random variables )

− You can prove this algebraically but it is not a trivial calculation

− Because of this for a Gaussian Process we only care about those set of points where
we have data values

◦ For all point x (except the point x∗) we integrate over the possible values that f(x) can
take

◦ Where we have no prior this integral is just a constant—and will cancel with the de-
nominator p(D|m, k, σ)

◦ We are left with

p(f(x∗)|D) ∝

(∏
i

∫
df(xi)

)
e
− 1
2σ2

m∑
i=1

(yi−f(xi))
2

e
−1
2

m∑
i,j=1

(f(xi)−m(xi)) k
−1(xi,xj) (f(xj)−m(xj))

e
−

m∑
j=1

(f(x∗)−m(x∗)) k−1(x∗,xj) (f(xj)−m(xj))

e−
1
2 (f(x

∗)−m(x∗)) k−1(x∗,x∗)(f(x∗)−m(x∗))

− Writing f∗ = f(x∗), fi = f(xi), mi = m(xi), k
−1
ij = k−1(xi,xj), k

∗−1
j = k−1(x∗,xj)

and k∗−1 = k−1(x∗,x∗) then

p(f∗|D) ∝ e−
1
2k

∗−1(f∗−m∗)2

(∏
i

∫
dfi

)
e
− 1
2σ2

m∑
i=1

(yi−fi)
2−1

2

m∑
i,j=1

(fi−mi) k
−1
ij (fj−mj)

e
−

m∑
j=1

(f∗−m∗) k∗−1
j (fj−mj)

− Doing Gaussian integrals is a pain—I don’t expect you to do this

− But if you are brave enough to try let gi = fi −mi, g∗ = f∗ −m∗ and ŷi = yi −mi

then we can rewrite this as

p(f∗|D) ∝ e−
1
2k

∗−1g∗2

(∏
i

∫
dgi

)
e
− 1
2σ2

m∑
i=1

(ŷi−gi)
2−1

2

m∑
i,j=1

gi k
−1
ij gj−g∗

m∑
j=1

k∗−1
i gj

∗ where we made a change of variable in the integral

− In matrix form we can write this as

p(f∗|D) ∝ e−
1
2k

∗−1g∗2

(∏
i

∫
dgi

)
e(σ

−2 ŷ−g∗k∗−1)T g−1
2g

T (k−1−σ−2I) g

3



∗ I’ve dropped a term e−
∥ŷ∥2

2σ2 since this is a constant that can be absorbed into
the constant of proportionality

− To perform the integrals over gi we complete the square. To make the algebra
easier to follow we define M = k−1 − σ−2I and b = σ−2 ŷ − g∗k∗−1. We now rewrite
the exponent, E, of the integral as

E = (σ−2 ŷ − g∗k∗−1)T g − 1

2
gT(k−1 − σ−2I) g = bT g − 1

2
gTMg

= −1

2
(g −M−1b)TM (g −M−1b) +

1

2
bTM−1b

∗ You simply have to expand out all the terms to see these are the same

− Defining h = g −M−1b and substituting this back into p(f∗|D) we get

p(f∗|D) ∝ e−
1
2k

∗−1g∗2+ 1
2
bTM−1b

(∏
i

∫
dhi

)
e−

1
2h

TMh

− The last integral is a Gaussian integral that integrates to a constant (and can be
absorbed into the constant of proportionality)

− We are left with

p(f∗|D) ∝ e−
1
2k

∗−1g∗2+ 1
2
bTM−1b

= e−
1
2k

∗−1g∗2+
1
2(σ

−2 ŷ−g∗k∗−1)TM−1(σ−2 ŷ−g∗k∗−1)

∝ e−
1
2
(k∗−1−k∗−1TM−1k∗−1)g∗2− g∗

σ2 ŷ
TM−1k∗−1

∗ where we have used b = σ−2 ŷ − g∗k∗−1

∗ we have also thrown away terms not involving g∗ (as they are constants that
can be absorbed into the constant of proportionality)

− We can again complete the square this time for g∗

p(f∗|D) ∝ e
− 1

2
(k∗−1−k∗−1TM−1k∗−1)(g∗− ŷTM−1k∗−1

σ2(k∗−1−k∗−1TM−1k∗−1)
)

∗ We’ve again dropped terms that don’t contain g∗

− But g∗ = f∗ −m∗ so we can write this as

p(f∗|D) ∝ e
− 1

2
(k∗−1−k∗−1TM−1k∗−1)(f∗−m∗− ŷTM−1k∗−1

σ2(k∗−1−k∗−1TM−1k∗−1)
)

∝ N
(
f∗
∣∣∣∣m∗ +

ŷTM−1k∗−1

σ2(k∗−1 − k∗−1TM−1k∗−1)
, k∗−1 − k∗−1TM−1k∗−1

)
∗ where we use the fact that we end up with a term that has the form of a normal

distribution

∗ because the posterior term is normalise, in fact it has to be exactly equal to
this normal distribution

− Using M = k−1 − σ−2I

p(f∗|D) = N

(
f∗
∣∣∣∣m∗ +

ŷT
(
k−1 − σ−2I

)−1
k∗−1

σ2(k∗−1 − k∗−1T (k−1 − σ−2I)−1 k∗−1)
,

1

k∗−1 − k∗−1T (k−1 − σ−2I)−1 k∗−1

)
− In other words the expected mean value of f∗ = f(x∗) is

E[f(x∗)] = m(x∗) +
ŷT
(
k−1 − σ−2I

)−1
k∗−1

σ2(k∗−1 − k∗−1T (k−1 − σ−2I)−1 k∗−1)

(note that usually m(x∗) = 0) and the expected variance in the value is

Var[f(x∗)] =
1

k∗−1 − k∗−1T (k−1 − σ−2I)−1 k∗−1

4



− The result is pretty horrible because it involves inverting a matrix K with compo-
nents k(x,y) evaluated at the set of points {x1,x2, . . . ,xm,x∗}

− This is usually feasible but there is a simpler form that occurs because of identities
involving inverse matrices

− This is best obtained using a second way of deriving the results

− I went to the pain of deriving the result this way because it is just a consequence
of Bayes’ rule

• In the second derivation we consider joint probability of the observations {yi|i = 1, 2, . . . ,m}
and f∗ = f(x∗)

◦ Even this derivation is a pain and you are not expected to know it

◦ Now we assume yi = f(xi) + ϵi where ϵi ∼ N (0, σ2) (that is our observations have a
normally distributed error) then

E[yi yj ] = E[(f(xi) + ϵi)(f(xj) + ϵj)] = k(xi,xj) + σ2 δij

− since the observation error, ϵi, is assumed independent of the function value, f(xi)

− here we assume m(x) = 0 just to make life simple

◦ Similarly
E[yi f∗] = E[(f(xi) + ϵi)f(x

∗)] = k(xi,x
∗)

and
E
[
(f∗)2

]
= k(x∗,x∗)

◦ Thus

p(f∗,y) = N
((

y
f∗

) ∣∣∣∣0,(K+ σ2 I k∗

k∗T k∗

))
− where K is a matrix with components k(xi,xj), k∗ is a vector with components

k(xi,x
∗) and k∗ = k(x∗,x∗)

◦ We now use an identity involving matrix inverses(
K+ σ2 I k∗

k∗T k∗

)−1

=

(K+ σ2 I− k∗Tk∗

k∗

)−1
− (K+σ2 I)−1k∗

k∗−k∗T(K+σ2 I)−1k∗

− k∗T(K+σ2 I)−1

k∗−k∗T(K+σ2 I)−1k∗
1

k∗−k∗T(K+σ2 I)−1k∗


− these identities involving inverses of matrices seem to come from nowhere—they

make working with normal distributions a real pain

− you can prove the identity by multiply the right-hand side by

(
K+ σ2 I k∗

k∗T k∗

)
and

showing you get the identity

− if you are tempted to do this then set σ2 = 0 and rename k∗ and k∗ so its easier to
do the algebra—it is a tedious calculation (see exercises)

◦ Now we use p(f∗|D) = p(f∗|y) = p(f∗,y)/p(y)

◦ All you need to do is collect the terms in p(f∗,y) involving f∗

p(f∗|D) ∝ e
− f∗2

2(k∗−k∗T(K+σ2 I)−1k∗)
+

f∗ k∗T(K+σ2 I)−1y

k∗+k∗T(K+σ2 I)−1k∗

◦ Completing the square

p(f∗|D) ∝ e
− 1

2(k∗−k∗T(K+σ2 I)−1k∗)(f
∗−k∗T(K+σ2 I)−1y)

2

◦ But as p(f∗|D) must be normalised

p(f(x∗)|D) = N
(
f(x∗)

∣∣∣∣k∗T(K+ σ2 I)−1y, k∗ − k∗T(K+ σ2 I)−1k∗
)
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◦ That is the mean value of f at a point x∗ is

E[f(x∗)] = m(x∗) + k∗T(K+ σ2 I)−1y

− I’ve re-instated m(x∗) (even though it is usually taken to be zero)

◦ The variance is given by

Var[f(x∗)] = k∗ − k∗T(K+ σ2 I)−1k∗

◦ This may look completely different from the previous expression but surprisingly it is
identical (you can demonstrate this numerically)

◦ The advantage over the previous methods is that we only need to do one matrix inver-
sion (and we get a slightly easier expression)

◦ Although the mathematics to get here was horrible the expression is extremely easy to
compute

◦ One of the advantages of Bayesian inference is it provides an estimate of its own un-
certainty (in this case Var[f(x∗)])

2.4 Learning Hyperparameters

• Hyperparameters in the Bayesian Framework

◦ As I have said many times to get machine learning to work it is vital to choose the
hyperparameter properly (we will see this is true for GPs)

◦ In the Bayesian framework if ϕ are hyperparameters then Bayes’ rules says

p(x|D,ϕ) =
p(D|x,ϕ) p(x|ϕ)

p(D|ϕ)

− this is just Bayes’ rule with everything conditioned on the hyperparameters ϕ

◦ We can select hyperparameters by considering the evidence, p(D|ϕ)
− when the hyperparameters are viewed as different models this is known as model

selection

− this is also called the evidence framework

− We can view the relatively likelihood of one model, ϕ1 compare to a second, ϕ2 by
examining

p(D|ϕ1)

p(D|ϕ2)

◦ If we want to be hyper-Bayesian then we can put a prior, p(ϕ), over our hyperparame-
ters and the calculate the joint posterior for the parameters of the likelihood θ and the
hyper-parameters ϕ

p(θ,ϕ|D) =
p(D|θ,ϕ) p(θ|ϕ) p(ϕ)

p(D)

− to compute the posterior we are interested in we marginalise out the hyperparam-
eters

p(θ|D) =

∫
p(θ,ϕ|D) dϕ

− Often this integral is not computable in closed form and we are forced to estimate
it using Monte-Carlo techniques

• Hyperparameter for Gaussian Processes

◦ For Gaussian Processes this means choosing the right kernel function
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◦ Here we are in a better positions than in SVMs in that the kernel represents the co-
variance function

◦ Given data we could estimate the kernel function using

E[yi, yj ] = k(xi,xj) + σ2δij

◦ It would be an inverse problem to estimate k(xi,xj)

◦ Often we start with a guess of the form of the kernel

◦ A very common kernel function is the Gaussian kernel

k(x,y) = e−
∥x−y∥2

2ℓ2

◦ Now ℓ is a scale parameter that has to be determined

◦ However, a great advantage of Gaussian Processes is that we can compute the evidence
in closed form

log(p(D|θ)) = −1

2
yT(K+ σ2I)−1y − 1

2
log
(
|K+ σ2I|

)
− m

2
log(2π)

− This allows us to rapidly compare different hyperparameters (kernels and noise
level)

− We are not doing this in a fully Bayesian way (we are maximising our evidence
rather than updating a distribution for the hyperparameters) therefore we could
overfit

− However, usually we have relatively few hyperparameters so overfitting is less
severe

3 Exercises

3.1 Working with Gaussians

This is optional. Learning to work with Gaussians allows you to understand a lot of machine
learning techniques, but it is not going to be examined.

1. Integrals involving Gaussians can be done in closed form. This means that they are heavily
used in machine learning. It does, however, take a lot of practice to learn how to do these
integrals. The starting point is the integral

I1 =

∫ ∞

−∞
e−x2/2 dx =

√
2π.

This integral isn’t easy. The trick is to turn this into a two dimensional integral and perform
the integral in polar coordinates. Have a go.

2. Show by a change of variables

I2 =

∫ ∞

−∞
e−x2/(2σ2) dx =

√
2π σ.

3. Show that

I3 =

∫ ∞

−∞
e−x2/2+a x dx√

2π
= ea

2/2

This involves completing the square and using a change of variables. It is probably the most
frequently used trick working with Gaussian integrals.
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4. Show that

I4 =

∫ ∞

−∞
· · ·
∫ ∞

−∞
e−

1
2∥x∥

2

dx = (2π)
n
2

Often we don’t bother writing all the integral signs (one will do)

5. By writing M = VΛVT show that

I5 =

∫ ∞

−∞
e−

1
2x

TMxdx = (2π)
n
2

1√
|M|

where |M| is the determinant of M. Note that |M| = |Λ| =
∏

i λi.

6. Show that

I6 =

∫ ∞

−∞
e−

1
2x

TM−1xdx = (2π)
n
2
√
|M|

3.2 Working with Matrix Inverses

• Modelling using normal (aka Gaussian) distributions is very powerful because we can usu-
ally computer everything in closed form—integrals involving Gaussians are always doable

• However, there is a twist which makes it extremely painful

◦ The normal distribution uses the inverse of the covariance matrix

◦ The inverse of matrices are a pain to work with

• To get nice results we often consider partition matrices into four blocks—the inverse of the
full matrix can be written in terms of the inverse of each block

• Let’s look at a very simple example

◦ Show that (
K ℓ
ℓT m

)−1

=

(K− ℓ ℓT

m

)−1
− K−1ℓ

m−ℓTK−1ℓ

− ℓTK−1

m−ℓTK−1ℓ
1

m−ℓTK−1ℓ


− K is a symmetric matrix, ℓ is a vector and m a scalar

− Similar identities exist when ℓ and m are matrices, but let’s keep thing simple

◦ Now we can show this by multiply both sides by

(
K ℓ
ℓT m

)
(the algebra is easier if we

multiply on the right)

◦ This is still very fiddly to show, so break it down

− Show that (
A b
bT c

)(
K ℓ
ℓT m

)
=

(
AK+ b ℓT A ℓ+m b
bTK+ c ℓT bTℓ+ cm

)
− Now you have to show that when A =

(
K− ℓ ℓT

m

)−1
, b = − K−1ℓ

m−ℓTK−1ℓ
and c =

1
m−ℓTK−1ℓ

that

1. AK+ b ℓT = I

2. A ℓ+m b = 0

3. bTK+ c ℓT = 0T

4. bTℓ+ cm = 1

− To show 1. and 2. take out A as a common factor using I = AA−1 (answer below)
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4 Experiments

4.1 Generate Samples from a Gaussian Processes

• To generate a Gaussian Process, GP(0, k), with m(x) = 0 and covariance

k(x,y) = e−
∥x−y∥2

2 ℓ2

a points {xi|i = 1, 2, . . . , n}

1. We use first compute the covariance matrix K with elements Kij = k(xi,xj)

2. Compute the Cholesky decompostion L such that K = LLT

◦ For any positive definite matrices we can always compute a Cholesky decomposi-
tion (although beware, due to numerical rounding some matrices that should be
positive definite, appear not to have Cholesky decompositions—you can ϵ I to your
matrix to help)

◦ The Cholesky decomposition is a lower diagonal matrix

◦ It is used to efficiently solve linear problems involving positive definite matrices (it
is more efficient and more stable than Gaussian elimination)

3. Now let f = Lη where η ∼ N (0, I)

◦ We note that

E
[
f fT

]
= E

[
Lη ηTLT

]
= LE

[
η ηT

]
LT = L I LT = LLT = K

◦ Thus f can be viewed as samples from a Gaussian Process

◦ Draw many different samples and plot them

4. Experiment with different values of ℓ

1-d Gaussian Processes

x = [-10:0.2:10]; % define some points
n = length(x)
l = 1.0 % define length scale
K = zeros(n,n); % define holder
for i = 1:n

K(i,i) = 1;
for j = 1:i
K(j,i) = K(i,j) = exp(-(x(i)-x(j))^2/(2*l)); % define covariance matrix

endfor
endfor
L = chol(K+0.0001*eye(n)); % cheat to persuade octave K is positive definite
f1 = L*randn(n,1);
f2 = L*randn(n,1);
f3 = L*randn(n,1);
plot(x,f1,x,f2,x,f3)

2-d Gaussian Process

range = [-4:0.2:4]; % define some points
n = length(range)
X = zeros(n*n,2);
for i = 1:n
for j = 1:n

X((i-1)*n+j,1) = range(i);
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X((i-1)*n+j,2) = range(j);
endfor

endfor
l = 1.0 % define length scale
N =length(X)
K = zeros(N,N);
for i = 1:N
K(i,i) = 1;
for j = 1:i
K(j,i) = K(i,j) = exp(-norm(X(i,:)-X(j,:))^2/(2*l)); % define covariance matrix

endfor
endfor

L = chol(K+0.0001*eye(N)); % cheat to persuade octave K is positive definite
f = L*randn(N,1);
fm = reshape(f,n,n);
[xx, yy] = meshgrid(range, range);
mesh(xx, yy, fm);
xlabel ("x");
ylabel ("y");
zlabel ("f(x,y)");
title ("2-d Gaussian Process");

5 Answers

5.1 Working with Gaussians

1. The Gaussian Integral.

• We consider the two dimensional integral

I21 =

(∫ ∞

−∞
e−x2/2 dx

)2
(a)
=

∫ ∞

−∞

∫ ∞

−∞
e−x2/2−y2/2 dx dy

(b)
=

∫ ∞

0

∫ 2π

0
r e−r2dr dθ

(c)
=

∫ ∞

0
r e−r2dr

∫ 2π

0
dθ = 2π

(a) Changing the name of the dummy index from x to y

(b) Using the change of variable x = r cos(θ) and y = r sin(θ) so that dxdy = rdr dθ

(c) Reordering the integrals and using
∫∞
0 r e−r2dr = 1 (which you can prove by a

change of variables u = r2/2 so that r dr = du)

Therefore I1 =
√
2π.

2.

I2 =

∫ ∞

−∞
e−x2/(2σ2) dx

(a)
= σ

∫ ∞

−∞
e−u2/2 du

(b)
=

√
2π σ.

(a) Using u = x/σ so that dx = σ du

(b) Using I1

3.

I2 =

∫ ∞

−∞
e−x2/2+a x dx√

2π

(a)
=

∫ ∞

−∞
e−

1
2 (x−a)2+

a2

2
dx√
2π

(b)
= ea

2/2

∫ ∞

−∞
e−

1
2 (x−a)2 dx√

2π

(c)
= ea

2/2
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(a) Using −x2/2 + a x = −1
2(x− a)2 + a2

2

(b) Factoring out ea
2/2

(c) Making a change of variables u = x− a and using integral I1

4.

I4 =

∫ ∞

−∞
· · ·
∫ ∞

−∞
e−

1
2∥x∥

2

dx
(a)
=

∫ ∞

−∞
· · ·
∫ ∞

−∞
e
−1
2

n∑
i=1

x2
i

n∏
i=1

dxi

(b)
=

n∏
i=1

(∫ ∞

−∞
e−

x2
i
2 dxi

)
(c)
= (2π)

n
2

(a) Using ∥x∥2 =
n∑

i=1
x2i

(b) Using exp(
∑

i ai) =
∏

i e
ai and factoring out the different terms

(c) Using integral I1

5.

I5 =

∫ ∞

−∞
e−

1
2x

TMxdx
(a)
=

∫ ∞

−∞
e−

1
2x

TVΛVTxdx

(b)
=

∫ ∞

−∞
e−

1
2u

T Λu du
(c)
=

∫ ∞

−∞
e−

1
2
∑

i λiu
2
i du

(d)
=
∏
i

(∫ ∞

−∞
e−

1
2λiu

2
i dui

)
(e)
=
∏
i

(√
2π

λi

)
(f)
= (2π)n/2

1√∏
i λi

(g)
=

(2π)
n
2√

|M|

(a) Using M = VΛVT where

(b) Writing u = VTx. Note that du = |VT| dx, but V is an orthogonal matrix so |VT| = 1. So
du = dx.

(c) Λ is a diagonal matrix with elements Λii = λi

(d) Rearranging

(e) Using integral I2 with σ = 1/
√
λi

(f) Rearranging

(g) Using
∏

i λi = |M|.

6. This follows using I5 because |M−1| = 1
|M| .

5.2 Working with Matrix Inverses

• Using A =
(
K− ℓ ℓT

m

)−1
, b = − K−1ℓ

m−ℓTK−1ℓ
and c = 1

m−ℓTK−1ℓ
, we show the four identities

1.

AK+ b ℓT = A
(
K+ A−1b ℓT

)
=

(
K− ℓ ℓT

m

)−1 (
K+

(
K− ℓ ℓT

m

)
(−K−1ℓ ℓT)

m− ℓTK−1ℓ

)
=

(
K− ℓ ℓT

m

)−1 (
K− ℓ ℓT

m− ℓTK−1ℓ
+

ℓ ℓTK−1ℓ ℓT/m

m− ℓTK−1ℓ

)
=

(
K− ℓ ℓT

m

)−1 (
K− ℓ ℓT

m

m− ℓTK−1ℓ

m− ℓTK−1ℓ

)
=

(
K− ℓ ℓT

m

)−1 (
K− ℓ ℓT

m

)
= I
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2.

A ℓ+m b = A
(
ℓ+mA−1b

)
= A

(
ℓ−m

(
K− ℓ ℓT

m

)
K−1ℓ

m− ℓTK−1ℓ

)
= A

(
ℓ− m ℓ

m− ℓTK−1ℓ
(1− ℓTK−1ℓ

m
)

)
= A (ℓ− ℓ) = 0

3.

bTK+ c ℓT = − ℓT

m− ℓTK−1ℓ
+

ℓT

m− ℓTK−1ℓ
= 0T

4.

bTℓ+ cm = − ℓTK−1ℓ

m− ℓTK−1ℓ
+

m

m− ℓTK−1ℓ
= 1
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AICE3001/AICE6002: Mathematics of Machine Learning
Subsidiary Notes — Lecture 24: Probabilistic Inference

Adam Prugel-Bennett

September 14, 2026

1 Keywords

• Hierarchical Models, Mixture of Gaussians, Expectation Maximisation

2 Main Points

2.1 Laws of Probability

• We quickly review probabilities (you should know all this)

• Probabilities and events

◦ We typically associate probabilities with events

◦ The probability of an event lie between 0 and 1

◦ If the set of events E are exhaustive and mutually exclusive then∑
A∈E

P[A] = 1

• Often we associate numbers to events

◦ These are known as random variables

◦ Conventionally random variables are denoted by capitals, while we use lower-case
letters to represent the value the random variable takes

◦ We associate probability distributions to random variables

◦ For discrete random variables these are known as probability mass functions and are
denoted P[X = x]

◦ When our events are continuous we often associate the outcome to a continuous ran-
dom variable

◦ In this case the probability of a continuous random variable taking a particular value
is typically 0

◦ We then look at probability densities

fX(x) = lim
δx→0

P[x ≤ X ≤ x+ δx]

δx

− Densities are not probabilities (they can be greater than 1 although

P[a ≤ X ≤ b] =

∫ b

a
fX(x) dx

is a probability and is always less than or equal to 1)
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• Probabilities become interesting when we have multiple events

◦ The joint probability of both event A and B occurring is denoted P[A,B]

◦ The probability of random variables X and Y taking values x and y is denoted by

− P[X = x, Y = y] for discrete random variables or

− fX,Y (x, y) for continuous random variables (where this is now a probability density)

− sometimes we write P[X,Y ] or f(x, y) when the context is clear

◦ The conditional probability of an event A happening given and event B has happened
is denoted by P[A|B] for discrete random variables or fX|Y (x|y) for continuous random
variables

− sometimes we write P[X|Y ] or f(x|y) when the context is clear

− conditional probability doesn’t imply any causation

− Note that P[X|Y ] or f(x|y) are probabilities or densities of X∑
x

P[X = x|Y = y] = 1

∫
f(x|y) dx = 1

− But they are not probabilities or densities of Y

◦ One of the most important rules in probabilities is

− P[X,Y ] = P[X|Y ] P[Y ] = P[Y |X] P[X]

− f(x, y) = f(x|y) f(y) = f(y|x) f(x)
− Clearly this is where Bayes’ rule comes from

◦ A second rule that we use all the time is∑
y

P[X,Y = y] = P[X]

∫
f(x, y) dy = f(x)

◦ All this generalises to more the two random variables

− P[X = x, Y = y|Z = z] is the probability that both X = x and Y = y given that
Z = z

− P[X = x|Y = y, Z = z] is the probability that X = x given that Y = y and Z = z

◦ Random variables are independent of each other if P[X,Y ] = P[X] P[Y ]

◦ Random variables X and Y are conditionally independent of each other given Z if

P[X,Y |Z] = P[X|Z] P[Y |Z]

• We often consider random vectors X = (X1, X2, . . . , Xn) where each component is a random
variable

• I am expecting to you to know this material

2.2 Probabilistic Inference

• Most probabilistic inference involves constructing a model of the underlying data genera-
tion process and using Bayes’ rule or maximum likelihood to learn unknown parameters of
the model

• In modelling physical processes it is often easier to specify conditional probabilities where
the there is some causal relationship

• Discriminative Models

◦ Often in machine learning our goal is to learn the probability distribution P[Y |X] where
Y is our target and X is a data point
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◦ We may parameterise this distribution with some parameters Θ and our task would be
to learn these parameters based on training data

• Generative Models

◦ Surprisingly it is often easier to model the joint probability P[Y,X]

◦ This means that we model the process of both generating the targets and the feature
vectors together

◦ These are known as generative models as they allow us to generate random examples

◦ We don’t necessary want to use them to generate random samples; it just makes the
modelling process easier (although you need to get used to this as it feel counter-
intuitive)

◦ We can use generative models to do discrimination since P[Y |X] = P[Y,X] /P[Y ] where
P[Y ] =

∑
X P[Y,X]

◦ Examples of generative models include Hidden Markov Models and Topic Models (cov-
ered later)

• Latent Variables

◦ In building probabilistic models we often model quite complicated processes

◦ To do this we introduce intermediate processes described by random variables that we
never observe

◦ These are known as latent variable

◦ Often our model will involve many different layers between the inputs X and targets
Y : this construction is sometimes known as a hierarchical model

• Difficulty of Bayes

◦ Bayesian inference is difficult because for most likelihoods there is no conjugate prior
and the posterior is a mess

◦ In this case it can be very difficult to compute the evidence or marginal likelihood

P[D] =
∑
Θ

P[D|Θ] P[Θ]

or

f(D) =

∫
f(D|θ) f(θ) dθ

− this is hard when Θ takes on too many values (e.g. it might be a high dimensional
vector or a continuous variable)

◦ One solution to this is to obtain samples from the posterior distribution (this approach
uses Monte Carlo methods which are very powerful, but can be slow)

◦ Another approach is to seek the maximum a-posterirori or MAP solution

θMAP = argmax
θ

f(D|θ) f(θ) = argmax
θ

log(D|θ)) + log(f(θ))

− this is much easier than the full Bayesian approach as we don’t need to compute
the marginal likelihood f(D)

− but it isn’t really Bayesian (although some users will claim it is)

− it throws away the posterior and replaces this with its mode

− we have lost a measure of uncertainty

◦ We can go one step further and assume a uniform prior

− This leads to the maximum likelihood estimate

− This was first proposed by Ronald Fisher in the time when Bayesian inference was
considered taboo

− Despite its strong connection to Bayesian inference it was accepted by the statis-
tical community
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2.3 Mixtures of Gaussians

• To illustrate latent variables and a simple hierarchical model we consider a classic proba-
bilistic model known as mixture of Gaussians

• We consider a concrete scenario

• We suppose we are observing the decay of two types (A and B) of short-lived particles 1

• We can measure their half lives, Xi, but we don’t know the type of particle

• We have a measurement error of the half-life

• Let Zi ∈ {0, 1} equal 1 if particle i is of type A and 0 if it is of type B

• The probability distribution of the half-life measurement is therefore

f(Xi|Zi,Θ) = ZiN
(
Xi

∣∣µA, σ
2
A

)
+ (1− Zi)N

(
Xi

∣∣µB, σ
2
B

)
◦ where µA and µB are the expected half-lives for particles of type A and B respectively

◦ σA and σB are the standard deviations in the measurements

◦ this says that if the ith particle is of type A then the probability of Xi is N
(
Xi

∣∣µA, σ
2
A

)
,

while if it of type B, then Xi is distributed according to N
(
Xi

∣∣µB, σ
2
B

)
• We show some typical data from m = 1000 observations in Figure 1
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f
(x
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Figure 1: Example of data measuring the half-lives of two types of particles

• Our job is to infer the random variables Θ = (µ1, µ2, σ1, σ2, p), where p = P[Zi = 1] is the
probability of the particle being type A

• We can do a full Bayesian calculation, but let us just use maximum likelihood

• The maximum likelihood of the data D = {Xi|i = 1, 2, . . . ,m} is

f(D|Θ)
(1)
=

∑
Z∈{0,1}m

f(D,Z|Θ)

(2)
=

m∏
i=1

∑
Zi∈{0,1}

f(Xi, Zi|Θ)
(3)
=

m∏
i=1

∑
Zi∈{0,1}

f(Xi|Zi,Θ)P[Zi]

1. where we marginalise out the latent variables Z = (Z1, Z2, . . . Zn)

2. we assume the data is independent

3. we use the identity f(Xi, Zi|Θ) = f(Xi|Zi,Θ)P[Zi]

1If you prefer, you can think of an autonomous vehicle using lidar where it detects reflections from two different,
but close by, objects, A and B. We make multiple noisy measurements of the distance from the two objects.
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• It is usually easier working with the log-likelihood

log(f(D|Θ)) =
m∑
i=1

log
(
f(Xi|Zi = 1)P[Zi = 1] + f(Xi|Zi = 0)P[Zi = 0]

)
=

m∑
i=1

log
(
pN

(
Xi

∣∣µA, σA
)
+ (1− p)N

(
Xi

∣∣µB, σB
))

• We could do gradient descent on this, but it is an ugly expression to work with

2.4 Expectation Maximisation

• Rather than maximise the likelihood directly we can iteratively maximise the expected log-
likelihood starting form some initial guess Θ(0); we get an improved guess

Θ(t+1) = argmax
Θ

∑
Z∈{0,1}m

P
[
Z
∣∣∣D,Θ(t)

]
log(f(D,Z|Θ)) (1)

• This is a general optimisation strategy that is regularly used when we have latent variables

• It is known as expectation maximisation or the EM-algorithm

• This looks very different to maximising the log-likelihood: it takes some effort to understand
why this works

• To understand this we note

f(D,Z|Θ) = f(D|Z,Θ)P[Z|Θ]

From which we can deduce (taking logs and rearranging)

log(f(D|Z,Θ)) = log(f(D,Z|Θ))− log(P[Z|Θ])

• We now consider the probability distribution P
[
Z
∣∣D,Θ(t)

]
, that tells us the probability that

Zi = 1 given Xi and the parameters Θ(t) (this is different to the prior distribution P
[
Z|Θt

]
=

p(t))

• If we not take expectations of log(f(D|Θ)) give above with respect to this distribution then

log(f(D|Θ)) = EZ|Θ(t) [log(f(D,Z|Θ))]− EZ|Θ(t) [log(P[Z|Θ])]

= Q(Θ|Θ(t)) + S(Θ|Θ(t))

◦ Note that the left-hand side does not involve the latent variables so when we take the
expectation we get itself

◦ The first term on the right-hand side is

Q(Θ|Θ(t)) = EZ|Θ(t) [log(f(D,Z|Θ))] =
∑

Z∈{0,1}m
P
[
Z
∣∣∣D,Θ(t)

]
log(f(D|Z,Θ))

◦ This is the term we are optimising in equation (1)

◦ The second term is

S(Θ|Θ(t)) = −EZ|Θ(t) [log(P[Z|Θ])] = −
∑

Z∈{0,1}m
P
[
Z
∣∣∣D,Θ(t)

]
log(P[Z|Θ])
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• Using the identity for the log-likelihood we can write the change in log-likelihood when we
update our parameters

∆L = log
(
f(D|Θ(t+1))

)
− log

(
f(D|Θ(t))

)
= Q(Θ(t+1)|Θ(t))−Q(Θ(t)|Θ(t)) + S(Θ(t+1)|Θ(t))− S(Θ(t)|Θ(t))

= Q(Θ(t+1)|Θ(t))−Q(Θ(t)|Θ(t)) + KL
(
P
[
Z|Θ(t)

]∥∥∥P[Z|Θ(t+1)
])

◦ where

KL
(
P
[
Z|Θ(t)

]∥∥∥P[Z|Θ(t+1)
])

= S(Θ(t+1)|Θ(t))− S(Θ(t)|Θ(t))

= −
∑

Z∈{0,1}m
P
[
Z
∣∣∣D,Θ(t)

]
log

(
P
[
Z|Θ(t+1)

]
P
[
Z|Θ(t)

] )

◦ We have shown in a previous lecture that KL-divergences are non-negative

• Now in expectation maximisation we choose

Θ(t+1) = argmax
Θ

Q(Θ|Θ(t))

which implies Q(Θ(t+1)|Θ(t)) ≥ Q(Θ(t)|Θ(t))

• Thus ∆L ≥ 0, so in each step we increase the log-likelihood

• This gives us a relative simple procedure for maximising the likelihood (we can also use this
to maximise the a posteriori solution); we choose Θ to maximise

Q(Θ|Θ(t)) =
∑

Z∈{0,1}m
P
[
Z
∣∣∣D,Θ(t)

]
log(f(D|Z,Θ))

• Let us return to the problem of working out the half-life statistics of our two types of parti-
cles A and B

• Recall f(D,Z|Θ) =
m∏
i=1

f(Xi|Zi,Θ)P[Zi] where

f(Xi, Zi|Θ) = pZiN
(
Xi

∣∣µA, σ
2
A

)
+ (1− p) (1− Zi)N

(
Xi

∣∣µB, σ
2
B

)
• Let

p
(t)
i = P

[
Zi = 1

∣∣∣Xi,Θ
(t)
]
=

p(t)N
(
Xi

∣∣µ(t)
A , σ

2(t)
A

)
p(t)N

(
Xi

∣∣µ(t)
A , σ

2(t)
A

)
+ (1− p(t))N

(
Xi

∣∣µ(t)
B , σ

2(t)
B

)
q
(t)
i = P

[
Zi = 0

∣∣∣Xi,Θ
(t)
]
=

(1− p(t))N
(
Xi

∣∣µ(t)
B , σ

2(t)
B

)
p(t)N

(
Xi

∣∣µ(t)
A , σ

2(t)
A

)
+ (1− p(t))N

(
Xi

∣∣µ(t)
B , σ

2(t)
B

) = 1− p
(t)
i

• Then

Q(Θ|Θ(t)) =

m∑
i=1

p
(t)
i log

(
p(t)N

(
Xi

∣∣µA, σ
2
A

))
+ q

(t)
i log

(
(1− p(t))N

(
Xi

∣∣µB, σ
2
B

))
=

m∑
i=1

p
(t)
i

(
log(p)− (Xi − µA)

2

2σ2
A

− 1

2
log
(
2π σ2

A

))
+ q

(t)
i

(
log(1− p)− (Xi − µB)

2

2σ2
B

− 1

2
log
(
2π σ2

B

))
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• To optimise this we just set the derivatives to 0

◦ Optimising with respect to p

∂Q(Θ|Θ(t))

∂p
=

1

p

m∑
i=1

p
(t)
i − 1

1− p

m∑
i=1

q
(t)
i = 0

solving for p

p(t+1) =

m∑
i=1

p
(t)
i

m∑
i=1

(p
(t)
i + q

(t)
i )

=
1

m

m∑
i=1

p
(t)
i

◦ Optimising with respect to µA

∂Q(Θ|Θ(t))

∂µA
= −

m∑
i=1

p
(t)
i

Xi − µA

σ2
A

solving for µA (and performing a similar optimisation for µB)

µ
(t+1)
A =

m∑
i=1

p
(t)
i Xi

m∑
i=1

p
(t)
i

, µ
(t+1)
B =

m∑
i=1

q
(t)
i Xi

m∑
i=1

q
(t)
i

◦ Putting in the optimal value for µ
(t)
A and optimising with respect to σ2

A

∂Q(Θ|Θ(t))

∂σ2
A

=
1

2σ4
A

m∑
i=1

p
(t)
i (Xi − µ

(t)
A )2 − 1

σ2
A

m∑
i=1

p
(t)
i

Solving for σ2
A (and performing a similar optimisation for σ2

B)

σ2
A =

m∑
i=1

p
(t)
i (Xi − µ

(t)
A )2

m∑
i=1

p
(t)
i

, σ2
B =

m∑
i=1

q
(t)
i (Xi − µ

(t)
B )2

m∑
i=1

q
(t)
i

• These are very natural update equations

◦ we make an estimate, p
(t)
i of the probability that observation Xi is a particle of type A

or B base on our current parameters

◦ we then update all our parameters based on these estimates

• We are guaranteed that our EM-algorithm never decreases the likelihood (although it could
reach a local rather than global optimum)

• For the data set we showed earlier (which was a random sample of size 1000 generated
using p = 0.3, µA = 4, σA = 0.8, µB = 8 and σB = 2) we get the results shown in Figure 2

• The EM algorithm often leads to very natural update equations, but its convergence is often
rather slow
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Figure 2: Example of EM algorithm to compute the statistics for the half-lives of our two particles

3 Exercises

3.1 Mysterious Disease

• We assume that we are tracking some disease

• Let Z(t) be the number of people that catch the disease on day t, but this is unknown (a
latent variable)

• We assume the rate of growth of the disease is

P[Z(t+ 1)] = Poi
(
Z(t+ 1)

∣∣∣r0
3
(Z(t) + Z(t− 1) + Z(t− 2))

)
◦ We are assuming that someone is virulent for the first three days after catching the

disease

◦ We assume Z(1) = 1 and Z(0) = Z(−1) = 0

◦ In expectation everyone with the disease will infect r0 new people

• We observe X(t) which is some proportion of new patients such that

P[X(t) = k] = Binom(k|Z(t), p) =

(
Z(t)

k

)
pk (1− p)Z(t)−k

◦ We assume that each patient will be tested with a probability p

◦ We are given a time series (X(1), X(2), . . . , X(T ))

• Build a probabilistic model to estimate p and k0

• See answers

3.2 Experiments

3.3 Mysterious Disease

• Build a simulator of your models (assume you know p and r0)

• Choose any language you are comfortable with

• If you are feeling very adventurous you could try to solve your model to predict p and r0, but
be warned this is hard (you probably need to use MCMC, but you could try an EM algorithm)
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r0 = 2
r = r0/3
p = 0.2
T = 20
Z(1) = 1;
Z(2) = poissrnd(r*Z(1));
Z(3) = poissrnd(r*(Z(1)+Z(2)));
for t = 4:T

Z(t) = poissrnd(r*(Z(t-1)+Z(t-2)+Z(t-3)));
endfor

for t= 1:T
X(t) = binornd(Z(t),p);

endfor

4 Answers

4.1 Mysterious Disease

• We want to compute f(p, k0|D) where D = (X(1), X(2), . . . , X(T ))

• We have a likelihood of
P[X(t)|Z(t), p] = Binom(X(t)|Z(t), p)

where

P[Z(t+ 1)|r0, Z(t), Z(t− 1), Z(t− 2)] = Poi
(
Z(t+ 1)

∣∣∣r0
3
(Z(t) + Z(t− 1) + Z(t− 2))

)
• To perform a Bayesian calculation we would have to put priors, f(p) and f(r0), on p and r0

◦ A reasonable prior to use for p is f(p) = Beta(p|a, b)—you could use a = b = 0 as an
uninformative priors, but you might have some prior knowledge, e.g. a = b = 2 say
which says f(p) = 6 p (1− p)

◦ A reasonable prior for r0 would be Gamma(r0|a, b)—you could use a = b = 0 as an
uninformative prior but again you might have some prior belief, e.g. a = 2, b = 1

• Bayes rule tells us

f(p, r,Z|X) =

P[X(t)|Z(t), p]
T∏
t=1

P[Z(t)|Z(t− 1), Z(t− 2), Z(t− 3), r0] f(r0) f(p)

P[X]

• To get estimates of p and r0 we have to marginalise out Z

• Now the problem is this is rather horrible to compute (your priors are not conjugate priors
in this problem and the posterior is very complicated)

• Probably the best way to do this is to use Markov Chain Monte Carlo (MCMC), but you will
have to wait before I get there
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1 Keywords

• Monte Carlo methods, MCMC, Variational Methods

2 Main Points

2.1 Monte Carlo

• Except in a few cases Bayesian inference is hard

◦ It is easy when we have a conjugate prior giving us a simple posterior

◦ But, when we want to model complicated situations our likelihood function usually
doesn’t have a conjugate prior

◦ This means the posterior is not expressible as a simple probability distribution

◦ Furthermore it is usually impossible to compute the marginal likelihood or evidence

P[D] =
∑
Θ

P[Θ|D] P[Θ]

◦ The sum or integral over variables Θ is often too large to make this the feasible

◦ You could try to obtain a histogram for the posterior, but if Θ has many components
the curse of dimensionality makes this difficult

• There is a simple answer which is to obtain samples from the posterior

◦ We can use this to estimate expectations of any function, g(Θ), of Θ

EΘ|D [g(Θ)] ≈ 1

n

n∑
i=1

g(Θi)

− Θi are random deviates drawn from the posterior P[Θi|D]

− (random deviates or random variates are values drawn from a probability distibu-
tion)

− When the posterior distribution is well behaved (doesn’t have a thick tail) then the
error in the approximation fall off as 1/

√
n

• The problem is you have to be able to sample random deviates from P (D|Θ) f(Θ)

• For simple distributions there are two classic solutions to generating random deviates

1. Transformation Methods
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◦ If we can compute the cumulative probability function

FX(x) =

∫ x

−∞
f(t) dt

and invert FX(x), then X = F−1
X (U) will be a random deviate with density f , where

U is a uniform standard deviate between 0 and 1

◦ This only works for a few classic distributions

2. Rejection Method

◦ In the rejection methods we find another distribution gY (y) that we can sample
from that satisfies

c gY (x) > fX(x)

◦ Then we generate a deviate Y ∼ gY and accept it with a probability fX(Y )/(c gY (Y ))

◦ The expected rejection rate is c− 1

◦ This is a more general method, but is efficient only if we have a good approximating
function gY (y) (good in the sense that c is not too large)

◦ Particularly for multivariate (i.e. high dimensional) random variables it is often
very hard to find a good approximating function

2.2 Markov-Chain Monte Carlo (MCMC)

• Fortunately there is another method for generating random deviates which is very general

• This uses a Markov-Chain where we update an initial state of our system

• If we choose the dynamics correctly eventually we will reach a state that is correctly dis-
tributed

• Suppose we have a set of states, S, and we want to choose a random sample from a distri-
bution π = (πi|i ∈ S)

◦ πi is the probability of being in state i—we get to choose this (for Bayesian inference
we will want to choose the posterior probability)

• Let Mij be the transition probability from state j to state i

◦
∑

iMij = 1 (if we start any state, j say, we have to end up in another state)

◦ Mij ≥ 0 (it is a probability)

◦ Matrices of non-negative elements whose rows sum to one are known as stochastic
matrices

• If we choose Mij so that
Mij πj = Mji πi

◦ then after some time the probability of being in state i will be πi (there are some mild
conditions on M for this to be true)

◦ This condition is known as detailed balance

◦ Note that if we sum the detailed balance equation then∑
j∈S

Mij πj =
∑
j∈S

Mji πi = πj

− since
∑

j Mji = 1

◦ Writing this in matrix form
Mπ = π

2



− That is, π is an eigenvalue of M with eigenvalue 1

◦ Because M is a stochastic matrix all eigenvalues will be less than or equal to 1

− To prove this let v be an eigenvector of M with eigenvalue λ∑
j∈S

Mij vj = λ vi

taking the absolute value of both sides∣∣∣∣∑
j∈S

Mij vj

∣∣∣∣ = |λ vi| = |λ| |vi|

− But ∣∣∣∣∑
j∈S

Mij vj

∣∣∣∣ ≤ ∑
j∈S

|Mij vj | =
∑
j∈S

Mij |vj |

where we have used Mij ≥ 0 (and essentially |a+ b| ≤ |a|+ |b|)
− Thus ∑

j∈S
Mij |vj | ≥ |λ| |vi|

− Summing both sides with respect to i∑
i∈S

∑
j∈S

Mij |vj | ≥ |λ|
∑
i∈S

|vi|∑
j∈S

∑
i∈S

Mij |vj | ≥ |λ|
∑
i∈S

|vi|∑
j∈S

|vj | ≥ |λ|
∑
i∈S

|vi|

where we used
∑

i∈S Mij = 1

− It follows that λ ≤ 1

− Let p(t) be a vector whose elements pi(t) equal the probability of being in state i
at time t

− If the set of eigenvectors span the whole space, then any starting vector p(0) can
be written in terms of the eigenvectors

p(0) =
∑
i

ci vi

(this is just a change of basis)

− The probability vector after one step is given by

p(1) = Mp(0) = M
∑
i

ci vi =
∑
i

ciMvi =
∑
i

ci λi vi

− After t steps
p(t) = Mt x =

∑
i

ci λ
t
i vi

− If |λ| < 1 will then λt
i will shrink exponentially fast so that

lim
t→∞

p(t) =
∑

i:λi=0

civi

− That is we converge onto the set of eigenvectors with eigenvalue 1

− But if detailed balance is conserved then π satisfies this
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− There are some conditioned to ensure that there is only one such eigenvector with
eigenvalue 1

∗ We have to ensure that we can get from any state to any other through some
series of transitions

∗ We have to prevent periodic behaviour (e.g. if our set of states where from 1 to
n and we could only move from state i to state i − 1 or i + 1 then if we started
on an odd state we would always be on an odd state after an even number of
moves)

∗ It is very easy to insure both conditions

• Now the problem is to choose the transition probabilities to satisfy detailed balance

• This is easy and can be done in different ways

• Metropolis Algorithm

◦ A very easy way to achieve detailed balance is that starting from state i we choose a
neighbouring state j

− We have to make sure the probability of choosing state i when in state j is the
same as the probability of choosing state j when starting in state i

◦ We now move to state j if

− πj ≥ πi

− or we move anyway with a probability πi/πj

◦ It is a simple exercise to show that this satisfies detailed balance

• Metropolis-Hastings Algorithm

◦ Sometimes it is difficult to insure that choosing state i form state j is the same as
choosing state j from state i

− As an example considering our states were non-negative integers, we move from
state i to state i− 1 and i+ 1 with probability 1

2 , but we have a problem at state 0
where we can’t move to state i− 1

◦ We can modify the Metropolis algorithm. Suppose p(i|j) is the probability of choosing
state i starting is state j then let r = p(j|i)πi/(p(i|j)πj)
− we accept the move if r > 1

− or with a probability r

− in practice we can just just draw a random number U uniformly between 0 and 1
and accept the move if U < r

− this is the same as the Metropolis algorithm if p(j|i) = p(i|j)

• We can equally well apply this to (multi-dimensional) continuous variables, θ

◦ If θ is our current set of parameters, we choose a new set of parameter θ′ with prob-
ability p(θ′|θ) and then accept this proposal if r = (p(θ|θ′)π(θ′))/(p(θ′|θ)π(θ)) ≥ 0 or
with a probability r

◦ We now choose p(θ′|θ) so that with high probability θ′ is close to θ, this ensures that
there is a reasonable high acceptance rate

• For Bayes calculations then π(θ) would be our posterior f(θ|D)

◦ MCMC has the nice property that the update depends only on the ratio

π(θ′)

π(θ)
=

f(θ′|D)

f(θ|D)
=

f(D|θ′) f(D|θ′)

f(D|θ) f(D|θ)
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◦ That is, the normalising factor f(D) that appears in Bayes’ rule cancels

◦ This is important because this is usually incomputable (although we can use MCMC to
estimate this)

◦ There is also often another advantage of this ratio: if we only change one variable at
a time then frequently we can compute the ratio much more efficiently than the full
likelihood and priors

◦ When this happens then it pays to choose a single variable, θi, at a time, chose a
neighbour θ′i from a distribution p(θ′i|θi) and decide whether to accept this update

◦ This one-variable-at-a-time procedure goes by the name of Gibbs’ sampling

• Convergence

◦ A problem with MCMC is that your initial parameter, p(0), is different from π so you
have to wait some considerable time before your samples are from posterior distribu-
tion

◦ As we saw earlier the convergence rate is determined by the second largest eigenvalue
of the transition matrix M (we never explicit calculate M so we don’t know what this
eigenvalue is)

− If it is very close to 1 then your convergence can be slow

◦ Furthermore if you posterior distribution is broad you need lots of independent sample
to accurately compute expectations

◦ To obtain an independent sample we have to run our MCMC a long time

◦ In practice you have to throw away some samples in a burn-in period

◦ You can then average over all the remaining samples you have (including repetitions
where you don’t accept a move)

◦ If you do this long enough then you should get samples that cover values of θ with a
high posterior probability

◦ MCMC is slow because of this

◦ There are a lot of clever tricks to speed up convergence and decorrelation times

• Often MCMC seems daunting because of the apparent difficulties

◦ But don’t be put off

◦ You only need to use the tricks for extremely complicated problems

◦ Usually a simple implementation works fine

◦ Modern computers are so fast that convergence isn’t usually a problem

− Convergence can be a problem in pathological cases—these occur when using
MCMC to model some physical systems—but for many Bayesian problems the
Markov Chain is rapidly mixing meaning the convergence time is not excessively
long

2.3 Variational Techniques

• This is a completely different approach to MCMC, but it tries to solve the same problem,
but uses a different strategy

• This is again technically challenging and I don’t expect you to memorise the derivation

• We saw in earlier lectures that we can cheat by seeking the parameters that maximise the
posterior (the, so called, MAP solution)

• But this sacrifices all the probabilistic information
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• In variational techniques we try to approximate the posterior with a simpler distribution

• That is, we approximate the prior f(θ|D) with a simpler distribution q(θ|w) where we get
choose w to make q close to f

• Usually we choose q to be a factorisable distribution

q(θ|w) =
∏
i

q(θi|wi)

• These techniques were first developed in the physics community and so come with a strange
language

• In the variational approximations we consider the variational free energy

Φ(w) =

∫
q(θ|w) log

(
q(θ|w)

f(θ,D)

)
dθ

◦ writing f(θ,D) = f(θ|D) f(D) we can rearrange the variational free energy as

Φ(w) =

∫
q(θ|w)

(
log

(
q(θ|w)

f(θ|D)

)
− log(f(D))

)
dθ

= KL
(
q(θ|w)

∥∥f(θ|D)
)
− log(f(D))

◦ where KL
(
q(θ|w)

∥∥f(θ|D)
)

is the KL divergence that measures the "distance" between
q(θ|w) and f(θ|D)

◦ we have previously shown that the KL-divergence is non-negative and equal to zero if
the two distributions are the same

◦ The term log(f(D)) is the marginal likelihood or evidence and does not depend on the
parameters w

◦ If we choose θ to minimise Φ(w) then we minimise the KL-divergence and force q(θ|w)
to approximate the posterior f(θ|D)

◦ The variational free energy can also be written as

Φ(w) = −
∫

q(θ|w) log(f(θ,D)) dθ +

∫
q(θ|w) log(q(θ|w)) dθ

= −
(
Lq(w) +Hq(w)

)
◦ Minimising the variational free energy is equivalent to maximising Lq(w) +Hq(w)

◦ Lq(w) =
∫
q(θ|w) log(f(θ,D)) dθ is the expected log-likelihood of the data, where we

have marginalised with respect to our approximate posterior q(θ|w)

◦ Hq(w) = −
∫
q(θ|w) log(q(θ|w)) dθ is the entropy of our approximate posterior (this

measure the uncertainty in θ)

◦ We thus balance maximising the likelihood of the data with maximising the uncertainty
in our approximate posterior

◦ This means we fit the data, but guard against over fitting by allowing there to be a
non-zero probability wherever it does not strongly contradict the data

◦ In practice both Lq(w) and Hq(w) tend to be quite easy to compute

◦ We are left with an optimisation problem for the parameters, w, but this is usually
quite quick to compute
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3 Exercise

3.1 Mysterious Disease

• Recall in the lecture on probabilistic inference, we defined Z(t) to be the number of people
that catch a disease on day t

• We assumed the growth rate is given by

P[Z(t+ 1)] = Poi
(
Z(t+ 1)

∣∣∣r0
3
(Z(t) + Z(t− 1) + Z(t− 2))

)
◦ that is people of contagious for three days

• The observed number of new people with the disease, X(t), on day t is

P[X(t) = k] = Binom(k|Z(t), p) =

(
Z(t)

k

)
pk (1− p)Z(t)−k

• Here is X(t) for the first 30 days
0,0,0,0,1,1,2,1,0,0,3,10,19,34,44,93,117,221,376,633,
1021,1643,2701,4503,7414,12091,19999,33286,54612,90283

• Estimate p and r0 from the data

• (If you prefer simulate your own data and estimate your parameters)

4 Answers

4.1 Mysterious Disease

• We need to decide on a prior

◦ A reasonable prior for p is a Beta distribution perhaps with a = b = 1 (this is a uniform
prior)

◦ For r0 we could use a Gamma prior with a = 2 and b = 1, this has a mean of r0 = 2
(it seems to be considerably greater than 1)—we need to include r190 e−20 r0 as our prior
(the normalisation is irrelevant)

• Now we have to choose proposal distributions for the new values of p and r0

◦ You could use p′ = p + U(−0.01, 0.01) and r′0 = r0 + U(−0.1, 0.1) where U(a, b) is a
uniform random deviate between a and b

◦ This could have a problem in that p and r0 could take illegal values (i.e. we should have
0 ≤ r ≤ 1 and r0 ≥ 0), but for my data this is unlikely to happen

◦ We could choose p′ ∼ Beta(10 p, 10 − 10 p) and r′0 ∼ r0Gamma(5, 5) = Gamma(5, 5.r0),
this ensures that in expectation p′ equals p and r′0 equals r0 with small variations

− Beware that there are two common definitions of Gamma distributions

Gamma(z|, a, b) = ba

Γ(a)
za−1 e−b z

Gamma∗(z|, α, β) = 1

βα Γ(α)
zα−1 e−z/β

− You have to check which of these your libraries use

− In this case we would have Metropolis-Hastings to ensure we get unbiased samples

7



• The variables Z(t) are latent variables (they will vary for each iteration) we can ignore them,
but we could also estimate their mean as they tell us the actual number of cases of people
with the virus

◦ My data was generated with p = 0.1 and r0 = 2.5
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1 Keywords

• Shannon entropy, bits and nats, code length, Huffman coding, Stirling’s approximation,
maximum entropy

2 Main Points

2.1 Measuring Uncertainty

• Which is more uncertain: three coin tosses or one throw of a die? It depends on whether
we care about the order of the tosses—but how would we answer at all?

• For a discrete random variable X, Shannon’s entropy gives a precise answer,

HX = −
∑

x∈X
P[X = x] log2(P[X = x])

• A fair die, P[D = i] = 1/6:

HD = −
6∑

i=1

1

6
log2

(
1

6

)
= log2(6) ≈ 2.585 bits

• Three ordered coin tosses, eight equally likely outcomes: HC = log2(8) = 3 bits. More
equally likely outcomes means more uncertainty, as we’d expect

• Three unordered coin tosses (we only record the number of heads): the outcomes 0 and
3 heads have probability 1/8 each, and 1 and 2 heads have probability 3/8 each, so

HU = −1

4
log2

(
1

8

)
− 3

4
log2

(
3

8

)
≈ 1.811 bits

• This seems reasonable, but it is not obvious how we would have arrived at a number without
entropy. Why this particular formula?

2.2 Additivity

• For two independent random variables, P[X,Y ] = P[X] P[Y ], so

H(X,Y ) = −
∑

x,y

P[X = x] P[Y = y] log2(P[X = x] P[Y = y])

= −
∑

x,y

P[X = x] P[Y = y] (log2(P[X = x]) + log2(P[Y = y]))

= −
∑

x

P[X = x] log2(P[X = x])−
∑

y

P[Y = y] log2(P[Y = y]) = HX +HY

using
∑

y P[Y = y] =
∑

x P[X = x] = 1

1



• The uncertainty of two independent events adds. Shannon’s entropy is one of very few
functions with this property

2.3 Entropy as Code Length

• To communicate one of 2n equally likely outcomes (say n coin tosses) we need a binary
string of exactly n bits

• With 5 equally likely outcomes, 3 bits would do but would waste 3/8 of the possible codes.
Batching 3 independent messages gives 53 = 125 outcomes, which fit in 7 bits (27 = 128),
wasting only 3/128: that is 7/3 ≈ 2.33 bits per message

• Batching more and more messages, the cost per message approaches log2(5) ≈ 2.32 bits. In
general N equally likely outcomes need log2(N) = − log2(1/N) bits each

• When outcomes have different probabilities we can still find codes that use very close to
− log2(P[X = x]) bits for outcome x, by transmitting many messages. This code length
measures the surprise of the outcome: rare outcomes cost more

• Shannon’s entropy is the expected code length,

HX = EX [− log2(P[X])]

which is the average amount of information needed to convey the outcome

• The lecture animation illustrates this with a loaded die: each outcome’s bar is the length
− log2(P[X = x]) of its code word, and the entropy is the probability-weighted average bar
length

Xi:

p(Xi):

Code:

L = − log2
(
p(Xi)

)
:

1
1
8

000

3

2
1
8

001

3

3
1
8

010

3

4
1
8

011

3

5
1
4

10

2

6
1
4

11

2

2.4 Real Codes

• Code words of different lengths cause a practical problem: the receiver needs to know
where each one ends

• Huffman coding solves this by placing the code words at the leaves of a binary tree, so no
code word is a prefix of another and any message can be decoded by walking the tree

• A greedy algorithm (repeatedly merge the two least probable symbols) builds the optimal
tree. Its expected code length L satisfies HX ≤ L < HX + 1
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11
11

11
10

11
01

11
00

10
11

10
10

10
01
11

10
01
10
1

10
01
10
01

10
01
10
00

10
01
0

10
00

01
11

01
10
1

01
10
01

01
10
00

01
01

01
00

00
11
1

00
11
0

00
10

00
01

00
00
11
1

00
00
11
0

00
00
10

00
00
0

0 1

0 1

0 1

0 1

0 1

0 1

0 1

0 1

0 1

0 1

0 1 0 1

0 1

0 1

0 1

0 1

0 1

0 1

0 1

0 1

0 1

0 1

0 1

0 1 0 1

x−µ
σ

• The lecture illustrates coding a normal distribution discretised to accuracy ∆x: finer accu-
racy means more possible values and a longer code

2.5 Bits and Nats

• With log2, entropy is measured in bits

• With natural logarithms, HX = −∑
x P[X = x] ln(P[X = x]), entropy is measured in nats.

One nat is log2(e) ≈ 1.443 bits

• Nats are more convenient whenever we do calculus on entropy, which is why the rest of this
note uses natural logarithms

2.6 Counting States

• Put N balls into K boxes so that ni land in box i

x
0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20

1

2

3

4

5

6

7

8

9

10

11

12

• The number of ways of doing this is the multinomial coefficient

W (n) =
N !

n1!n2! · · ·nK !

• For large n, Stirling’s approximation gives

n! ≈
√
2πn nn e−n log(n!) ≈ n log(n)− n+

1

2
log(2πn)
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0

3

6

9

12

15

0 5 10
n

log(n!)

n
lo
g(
n
)
−
n
+

1
2
lo
g(
2
π
n
)

• Substituting, the −n terms cancel because
∑

i ni = N , and to leading order

W (n) = elog(N !)−
∑

i log(ni!) ≈ C eN log(N)−
∑

i ni log(ni) = C e−N
∑

i
ni
N

log(ni
N )

• Writing pi = ni/N for the fraction of balls in box i,

W (n) ≈ C eN H where H = −
∑

i

pi log(pi)

• So entropy measures the logarithm of the number of microscopic arrangements consistent
with the proportions pi. Because of the factor N in the exponent, as N → ∞ the arrange-
ments consistent with any constraints are overwhelmingly concentrated on the proportions
that maximise the entropy

2.7 The Maximum Entropy Method

• To infer a distribution from limited information, maximise its entropy subject to constraints
expressing what we know. The entropy acts as a prior

• Two justifications:

◦ it picks by far the most likely set of configurations consistent with the observations

◦ it maximises our uncertainty given what we know, making the estimate as unbiased as
possible

• It relies on the underlying arrangements being equally likely a priori. If there are other
constraints we have not included, it can give poor answers

• Known mean and variance. For a continuous X with E[X] = µ and E
[
X2

]
= µ2 = µ2+σ2,

form the Lagrangian

L(f) = −
∫

fX(x) log(fX(x)) dx+ λ0

(∫
fX(x) dx− 1

)

+ λ1

(∫
fX(x)xdx− µ

)
+ λ2

(∫
fX(x)x2 dx− µ2

)
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• Setting the functional derivative to zero,

δL
δfX(x)

= − log(fX(x))− 1 + λ0 + λ1 x+ λ2 x
2 = 0

so fX(x) = e−1+λ0+λ1x+λ2x2

• Choosing the multipliers to satisfy the three constraints gives

fX(x) =
1√
2π σ

e−(x−µ)2/(2σ2)

The normal distribution is the maximum entropy distribution with a given mean and vari-
ance

• Maximum entropy works superbly in statistical physics, which infers distributions over mi-
croscopic states from observations such as volume and pressure. Temperature appears,
rather strangely, as a Lagrange multiplier

2.8 A Little History

• Entropy was introduced in physics by Rudolf Clausius in 1865 (Macquorn Rankine discussed
it in 1850)

• Ludwig Boltzmann interpreted it as counting the number of states; Josiah Willard Gibbs and
James Clerk Maxwell completed the picture

• Claude Shannon founded information theory on entropy around 1948

• Ed Jaynes realised that statistical physics can be seen as an inference problem—the maxi-
mum entropy method

3 Exercises

3.1 The uniform distribution

• Using a Lagrange multiplier for normalisation, show that the maximum entropy distribution
over K outcomes with no other constraints is uniform, and find its entropy

3.2 Knowing only the mean

• Find the maximum entropy density on x ≥ 0 with a given mean E[X] = µ

3.3 Entropy of a biased coin

• Find the entropy H(p) in bits of a coin that comes up heads with probability p. For which p
is it largest? Evaluate H(0.1)

3.4 Finishing the normal derivation

• Show that the multipliers in the maximum entropy derivation must be λ2 = −1/(2σ2) and
λ1 = µ/σ2
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4 Answers

4.1 The uniform distribution

• Maximise −∑
i pi log(pi) + λ (

∑
i pi − 1). Differentiating with respect to pi gives − log(pi) −

1 + λ = 0, so every pi = eλ−1 takes the same value

• Normalisation forces pi = 1/K, with entropy log(K) nats or log2(K) bits

4.2 Knowing only the mean

• Maximise −
∫∞
0 f log f dx+ λ0

(∫∞
0 f dx− 1

)
+ λ1

(∫∞
0 f x dx− µ

)
. The stationarity condition

gives f(x) = e−1+λ0+λ1x

• Normalisability on [0,∞) needs λ1 < 0; write f(x) = A e−ax. Normalisation gives A = a, and
the mean of a e−ax is 1/a, so a = 1/µ:

f(x) =
1

µ
e−x/µ

the exponential distribution

4.3 Entropy of a biased coin

• H(p) = −p log2(p)− (1− p) log2(1− p)

• H ′(p) = log2((1− p)/p), which vanishes at p = 1/2, where H = 1 bit. H ′′(p) < 0, so this is
the maximum

• H(0.1) ≈ 0.469 bits

4.4 Finishing the normal derivation

• The log density is quadratic in x, log fX(x) = −1 + λ0 + λ1x+ λ2x
2

• The log of a normal density is −(x− µ)2/(2σ2) + const = − x2

2σ2 + µx
σ2 + const

• Matching coefficients of x2 and x gives λ2 = −1/(2σ2) and λ1 = µ/σ2. The constant, and
hence λ0, is then fixed by normalisation. This works because a normal with the right mean
and variance satisfies all three constraints, and a quadratic exponent determines a normal
distribution uniquely
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1 Keywords
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variational inference, ELBO, minimum description length, variational auto-encoders

2 Main Points

2.1 Communicating Down a Noisy Channel

• Information theory studies sending a message X, drawn with probability P[X], down a noisy
channel that delivers Y with probability P[Y | X]

• Having received Y = y, our remaining uncertainty about what was sent is

HX|Y=y = −
∑

x∈X
P[X = x | Y = y] log(P[X = x | Y = y])

• Averaging over what we might receive gives the conditional entropy

HX|Y =
∑

y∈Y
P[Y = y] HX|Y=y = −

∑

x,y

P[X = x, Y = y] log(P[X = x | Y = y])

2.2 Joint Entropy

• The joint entropy is the entropy of the pair,

HX,Y = −
∑

x,y

P[X = x, Y = y] log(P[X = x, Y = y])

• If X and Y are independent then HX,Y = HX + HY (see the previous lecture); if they are
correlated, in general HX,Y ̸= HX +HY

• Taking logs of P[X,Y ] = P[Y | X] P[X] = P[X | Y ] P[Y ] and averaging gives the chain rule
for entropy

HX,Y = HX +HY |X = HY +HX|Y

and hence HX −HX|Y = HY −HY |X

2.3 Mutual Information

• Before receiving anything our uncertainty about X is HX . Shannon defined the mutual
information as the expected reduction in that uncertainty when we receive the message:

IX;Y = HX −HX|Y

1



• By the chain rule result above, IX;Y = IY ;X : Y tells us as much about X as X tells us about
Y

• The relationships between these quantities are summarised in the diagram below

HX,Y

HX

HY

HX|Y IX;Y = IY ;X HY |X

• The capacity of a channel is the largest information gain we can achieve by choosing the
distribution of messages,

C = max
P[X]

IX;Y

• Mutual information is widely used in machine learning; for example, two sets of images
can be aligned by choosing the non-linear transformation that maximises the (normalised)
mutual information between them

2.4 The Binary Symmetric Channel

• The simplest noisy channel sends bits, each flipped independently with probability f :

P[Y = 1 | X = 0] = P[Y = 0 | X = 1] = f

• With equally likely inputs, an elementary calculation gives, per bit,

HXi|Yi
= −(1− f) log2(1− f)− f log2(f) = H(f)

and for a message of n bits HX|Y = nH(f)

H(f)

f
0 10.5

0

1

0.5

• Since HX = n bits for uniform inputs, IX;Y = n (1−H(f)). Uniform inputs are optimal here,
so the capacity is 1−H(f) bits per bit sent

2.5 Error Correcting Codes and Shannon’s Bound

• To communicate reliably we use an error correcting code: choose code words far apart in
the space of binary strings, so that a corrupted code word is still closer to the original than
to any other

2



{0, 1}n

x
r

• A Hamming ball B(x, r) is the set of strings that differ from x in at most r positions

• A string of length n suffers about n f errors, and for large n almost never more than (f+ϵ)n.
So if each code word owns a ball of radius r = (f + ϵ)n, and the balls don’t overlap, errors
can be corrected

• By Stirling’s approximation a ball of radius f n contains
(
n
fn

)
≈ 2nH(f) strings, so at most

2n

2nH(f)
= 2n(1−H(f))

non-overlapping balls fit. We can therefore send at most n (1−H(f)) bits of information in
n bits: the rate cannot exceed the capacity

• Shannon also showed that choosing 2nIX;Y code words at random keeps them far enough
apart with high probability, so this rate is achievable

• Example. For f = 0.1, H(0.1) ≈ 0.469 bits, so the capacity is C = 1 − 0.469 ≈ 0.531 bits.
Reliable communication needs codes about 1/0.531 ≈ 1.9 times as long as the message—just
under twice as long—for a channel that corrupts 10% of bits

• Random codes cannot be decoded efficiently, so Shannon’s result told us the bound was
achievable without telling us how. Practical codes that come close to it (such as turbo and
LDPC codes) took decades more to find

2.6 KL-Divergence

• The Kullback–Leibler divergence is

KL (p ∥ q) = EX∼p

[
log

(
p(X)

q(X)

)]
= EX∼p[− log(q(X))]−Hp

• − log(q(x)) is the code length for x in the optimal code for the distribution q. So

EX∼p[− log(q(X))]

is the expected message length when data from p is coded as if it came from q, and KL (p ∥ q)
is the expected extra length paid for using the wrong distribution

• It is also called the relative entropy. It is never negative, is zero only when p = q, and is not
symmetric: KL (p ∥ q) ̸= KL (q ∥ p) in general

2.7 Variational Approximation

• In Bayesian inference the posterior f(θ | D) is often too complicated to write down, which
is why we used MCMC

• The variational approximation instead fits a simpler distribution, typically factorised,

f(θ | D) ≈ g(θ | ϕ) =
∏

i

g(θi | ϕi)

by maximising the variational free energy

Φ(ϕ) = −
∫

g(θ | ϕ) log
(
g(θ | ϕ)
f(θ,D)

)
dθ
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2.8 The Evidence Lower Bound (ELBO)

• Writing f(θ,D) = f(θ | D) f(D),

Φ(ϕ) = −
∫

g(θ | ϕ)
(
log

(
g(θ | ϕ)
f(θ | D)

)
− log(f(D))

)
dθ

= log(f(D))−KL (g(θ | ϕ) ∥ f(θ | D))

• Because the KL-divergence is non-negative, Φ(ϕ) ≤ log(f(D)): the free energy is a lower
bound on the log evidence, hence the name ELBO

• Maximising Φ minimises the KL-divergence, making g close to the true posterior and Φ ≈
log(f(D))

• Equivalently Φ(ϕ) = Lg(ϕ) +Hg(ϕ) with

Lg(ϕ) =

∫
g(θ | ϕ) log(f(D | θ) f(θ)) dθ Hg(ϕ) = −

∫
g(θ | ϕ) log(g(θ | ϕ)) dθ

The first term rewards putting g where the joint density is large (compare MAP); the entropy
term rewards keeping g as spread out as possible

• Variational methods are usually much faster than MCMC and can be very accurate, but the
quality is not guaranteed. MCMC is a controlled approximation that improves with more
iterations; its slowness is rarely a problem on modern computers

• Minimising the divergence the other way round, KL (f ∥ g), leads to a different family of
methods (expectation propagation)

2.9 Minimum Description Length

• Outside the Bayesian framework, choosing between models of different complexity is hard.
A validation set is the usual answer, but is not always possible

• A principled alternative: prefer the model that compresses the data most. If a model com-
presses the data it has captured real structure

• Alice and Bob. Alice has data D = {(xi, yi) | i = 1, . . . ,m}; Bob has only the inputs xi. Both
have a model f̂(x | θ). Rather than sending all the yi, Alice sends the parameters θ and the
errors δi = yi − f̂(xi | θ)

• If the errors have density pδ, sending one error to accuracy ∆ costs − log(pδ(δi)∆). The
description length is

L =

n∑

k=1

ℓ(θk)−
m∑

i=1

(
log

(
pδ

(
yi − f̂(xi | θ)

))
+ log(∆)

)

where ℓ(θk) is the cost of sending parameter θk, to whatever precision is worthwhile

• The minimum description length (MDL) principle chooses the model with the smallest L.
The −m log(∆) term is the same for every model and does not affect the choice

• For Gaussian errors − log(pδ(δ)) is the squared error plus a constant, so MDL is least
squares plus a penalty for model complexity

• MDL trades accuracy against complexity and is often the only principled method available.
It can be fiddly because we must decide how precisely to store the parameters, though good
models often survive surprisingly low precision
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2.10 Variational Auto-Encoders

• A variational auto-encoder (VAE) encodes an input x into a distribution qθ(z | x) over a
latent code z and decodes z back to a reconstruction. Its loss is

L = Ex∼D [KL (qθ(z | x) ∥N (0, I))− log(pθ(x | z(x)))]

x ∼ D
Encoder

(parameters φ)

z1

z2

(µ,σ)

qφ(z|x) = N (z|µ, diag(σ2))

z ∼ qφ(z|x)

×

Decoder
(parameters θ)

x̂ pθ(x|z)

= N
(
x− x̂

∣∣0, σ2
e I

)

• The original paper derived this as a variational approximation to a posterior, which is hard
to follow. It has a much more natural reading as a description length:

◦ Alice encodes each image into a latent code qθ(z | x) and sends it, at a cost of

KL (qθ(z | x) ∥N (0, I))

◦ she also sends the errors needed to repair Bob’s reconstruction, at a cost of

− log(pθ(x | z(x)))

• Minimising the loss minimises the total description length. The clever part is that the
network also chooses how precisely to send the code, trading code cost against repair cost

3 Exercises

3.1 The binary symmetric channel

• Verify that with equally likely inputs HXi|Yi
= H(f), and hence that IXi;Yi = 1 − H(f) bits.

Evaluate the capacity for f = 0.1 and f = 0.5, and explain the second answer

3.2 Mutual information from entropies

• Use the chain rule for entropy to show that IX;Y = HX +HY −HX,Y

3.3 The KL-divergence is not symmetric

• For two coins with heads probabilities p = 0.5 and q = 0.9, compute KL (p ∥ q) and KL (q ∥ p)
in bits

3.4 KL-divergence between normals (harder)

• Show that

KL
(
N (µ1, σ

2
1) ∥N (µ2, σ

2
2)
)
= log

(
σ2
σ1

)
+

σ2
1 + (µ1 − µ2)

2

2σ2
2

− 1

2

in nats
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4 Answers

4.1 The binary symmetric channel

• With uniform inputs and symmetric noise, Bayes’ rule gives P[X = y | Y = y] = 1 − f and
P[X ̸= y | Y = y] = f whichever y is received, so HXi|Y=y = H(f) for both y, and the average
is H(f)

• HXi = 1 bit, so IXi;Yi = 1−H(f)

• f = 0.1: C ≈ 1− 0.469 = 0.531 bits. f = 0.5: H(0.5) = 1, so C = 0. When each bit is flipped
with probability one half the output is independent of the input, and nothing gets through

4.2 Mutual information from entropies

• From HX,Y = HY +HX|Y we have HX|Y = HX,Y −HY , so

IX;Y = HX −HX|Y = HX +HY −HX,Y

4.3 The KL-divergence is not symmetric

• KL (p ∥ q) = 0.5 log2(0.5/0.9) + 0.5 log2(0.5/0.1) ≈ 0.737 bits

• KL (q ∥ p) = 0.9 log2(0.9/0.5) + 0.1 log2(0.1/0.5) ≈ 0.531 bits

4.4 KL-divergence between normals (harder)

• With p = N (µ1, σ
2
1) and q = N (µ2, σ

2
2),

log

(
p(x)

q(x)

)
= log

(
σ2
σ1

)
− (x− µ1)

2

2σ2
1

+
(x− µ2)

2

2σ2
2

• Take the expectation over X ∼ p. E
[
(X − µ1)

2
]
= σ2

1, and writing X − µ2 = (X − µ1) + (µ1 −
µ2), E

[
(X − µ2)

2
]
= σ2

1 + (µ1 − µ2)
2 because the cross term has zero mean

• Hence

KL (p ∥ q) = log

(
σ2
σ1

)
− 1

2
+

σ2
1 + (µ1 − µ2)

2

2σ2
2
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1 Keywords

• When ML Works, Bias Variance

2 Main Points

2.1 Generalisation

• We train our learning machines on a finite data set

• But we use our learning machines on unseen data

• If we have a too simple machine we might not be able to fit the training data and are unlikely
to do well on unseen data

y = 0.007 + 0.47 x1

y

x

• If we have a too complicated machine we might be able to fit the training data almost
perfectly, but we might have learnt a too complex rule that doesn’t fit the test set

y = 0.12 + 0.82 x1 − 1.5 x2 + 0.052 x3 + 2.7 x4 − 0.17 x5 − 1.6 x6 + 0.056 x7 + 0.36 x8 − 0.0051 x9 − 0.027 x10

y

x

• Often there is a good compromise so that the learning machine learns a simple rule that fits
the training data quite well but isn’t too complicated

y = −0.04 + 0.8 x1 + 0.068 x2 − 0.074 x3 − 0.011 x4

y

x
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• We can think of the features and labels coming from an underlying distribution µ(x, y). For
example, in the famous iris dataset we have four features (petal/sepal length/width). We
imagine there is some probability density function for each feature. The petal length might
be distributed as shown

• The features are actually jointly distributed (in 4 "dimensions"). E.g. the petal length and
petal width are quite correlated

• An assumption we make (which has to be approximately correct for machine learning to
have a chance of working) is that the testing data (where we are going to use the machine)
is similar to the training data. Mathematically we can model this by assuming they both
come from the same underlying distribution, µ(x, y)

2.2 Bias-Variance Dilemms

• We assume that we are trying to learn some function f(x) where x are feature vectors

• Our task is to learn a function f̂ (x|D) based on a training set D

• We consider a scenario where we draw different training datasets D from a distribution of
training examples p(x)

• Each training set contains m independent examples

• We start from the definition of the mean machine

f̂m(x) = ED

[
f̂ (x|D)

]
• The mean machine makes a prediction by averaging the results of machines trained on all

possible learning datasets (clearly this is a thought experiment and not something practical)

• Now the bias is equal to generalisation performance of mean machine

B =
∑
x∈X

p(x)
(
f̂m(x)− f(x)

)2

2



• We consider the expected generalisation loss for a randomly drawn dataset

◦ For any particular dataset we might do better or worse than this expected generalisa-
tion loss

L̄G
(1)
= ED [LG(D)]

(2)
= ED

[∑
x∈X

p(x)
(
f̂(x|D)− f(x)

)2]
(3)
=
∑
x∈X

p(x)ED

[(
f̂(x|D)− f(x)

)2]
(4)
=
∑
x∈X

p(x)ED

[((
f̂(x|D)− f̂m(x)

)
+
(
f̂m(x)− f(x)

))2]
(5)
=
∑
x∈X

p(x)

(
ED

[(
f̂(x|D)− f̂m(x)

)2
+
(
f̂m(x)− f(x)

)2]

+ 2ED

[(
f̂(x|D)− f̂m(x)

)(
f̂m(x)− f(x)

)])

1. This is the definition of the expected generalisation loss, L̄G

2. The generalisation loss is the squared difference between the prediction of the
learning machine, f̂(x|D), and the true function, f(x), averaged over all possible
input feature vectors, x, weighted by the probability of the input, p(x)

3. We exchange the sum and expectation

4. We add and subtract the prediction of the mean machine

5. We expand out the sum

◦ The cross term cancels

C = ED

[(
f̂(x|D)− f̂m(x)

)(
f̂m(x)− f(x)

)]
=
(
ED

[
f̂(x|D)

]
− f̂m(x)

)(
f̂m(x)− f(x)

)
=
(
f̂m(x)− f̂m(x)

)(
f̂m(x)− f(x)

)
= 0

◦ Note we use the following properties of expectations

1. E[A+B] = E[A] + E[B]

2. E[cA] = cE[A] where c doesn’t depend on the random variable you are averaging
over

3. E[1] = 1

◦ We are left with

L̄G =
∑
x∈X

p(x)ED

[(
f̂(x|D)− f̂m(x)

)2
+
(
f̂m(x)− f(x)

)2]
=
∑
x∈X

p(x)ED

[(
f̂(x|D)− f̂m(x)

)2]
+
∑
x∈X

p(x)
(
f̂m(x)− f(x)

)2
◦ Where we used the fact that the last term doesn’t depend on the dataset

◦ The last term is equal to the bias, defined earlier as the generalisation performance of
the mean machine

◦ The first term is known as the variance

V =
∑
x∈X

p(x)ED

[(
f̂(x|D)− f̂m(x)

)2]
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◦ It measure how a single learning machine differs from the mean machine

◦ We therefore have L̄G = B + V or

Expected Generalisation Loss = Bias + Variance

• The Bias-Variance Dilemma is that

◦ Simple machine are likely to have high bias

− because any single machine can’t represent the data well the mean machine won’t
be accurate

− this is true of the curve fitting example, but it is not true of decision trees where
the average of many decision trees can learn a far more complex division boundary
than a single machine

◦ Complex machines are likely to have high variance

− Complex machine are likely to be sensitive to the training data whereas simpler
machines (because of their lack of flexibility) aren’t as sensitive

• A lot of this course will be looking at machines that cleverly resolve this dilemma

3 Experiments

Download the Jupyter Notebook

• This computes the training and generalisation loss as well as the bias and variance for
arbitrary functions (at least approximately)

• We can do this because it is a 1-D function

• See if you can understand the code

3.1 Questions

• What is the effect of increasing the number of training points?

• What is the effect of using a more complex function, E.g. e−x sin(x)?
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1 Keywords

• Overfitting, regularisation, feature selection

2 Main Points

• Over-fitting

◦ Over-fitting is when we learn spurious rules that explain the training set

◦ If we use an infinitely flexible machine then we can’t generalise at all

• Controlling Complexity

◦ More training example improves generalisation by allowing us to eliminate spurious
rules

◦ To achieve good generalisation performance machine must match the underlying struc-
ture of the problem

◦ By preprocessing or careful feature engineering you can sometimes make the learning
task easier

◦ Deep learning works because

− It uses a lot of training data

− They use convolutions that

∗ have many fewer parameter to learn than fully connected layers

∗ respect translation invariance

∗ find local features (at different scales through the network)

◦ We usually don’t know the structure of the inputs (they are too high dimensional)

− Try different machines to see what fits

− Fine-tune the models (adjusting hyper-parameters)

− Feature Engineering very often help

∗ Feature selection

∗ Using PCA or clustering

∗ Normalise your input features

− Need a validation set to do this

− Beware you are very likely to over-estimate your generalisation error if you use
your test set to select your model

− Can use K-fold cross-validation to get a better estimate of generalisation error

• Regularisation

◦ Adding regularisation terms can help choose a simpler model

1



◦ L2 regularisers punish large weights making the fitting function smoother

◦ L1 regularisers can do automatic feature selection

◦ Can do subtle forms of regularisation such as choosing a maximum margin solution

3 Exercises

3.1 Estimating the error in the mean

• Consider a binary classification problem

• Suppose we measure the accuracy on a validation set of size n = 10 000

• If we correctly predict 8 000 of the validation set what is

1. an estimate of the mean accuracy?

2. the accuracy of this estimate?

• State you assumptions

• What would the answer be if n = 100 and we got 80 correct on the validation set?

• Answer at the end

4 Experiments

4.1 Overfitting Game

• Write your own simulation (see lecture notes)

• Generate n random numbers Xi ∼ U(0, 3) (you can try different distributions)

• Add some noise to generate Yi = Xi + Zi where Zi ∼ N (0, 1)

• Choose i∗ with the largest value of Yi

• Compute ∆ = Zi∗ = Yi∗ −Xi∗

• Repeat many times and plot a histogram

4.2 Cross-validation

• Try using cross validation

import numpy as np
from sklearn.model_selection import train_test_split
from sklearn import datasets
from sklearn import svm

X, y = datasets.load_iris(return_X_y=True)
X.shape, y.shape

X_train, X_test, y_train, y_test = train_test_split(
X, y, test_size=0.4, random_state=0)

X_train.shape, y_train.shape

X_test.shape, y_test.shape

2



clf = svm.SVC(kernel='linear', C=1).fit(X_train, y_train)
clf.score(X_test, y_test)

4.3 Practical work

• There are a lot of practical tips that you can use in your project

◦ Try them out and see what works and what doesn’t

◦ Many modifications won’t make much difference, but occasionally one will make a lot
of difference

◦ Be very wary of estimating your generalisation performance

− You are measuring on a finite validation set so you will have errors

− Once you’ve used your validation set for selecting models, your likely to over-
estimate your generalisation performance (under-estimate the generalisation er-
ror)

5 Answers

5.1 Estimating the error in the mean

• We assume that the examples in the validation set are independent so the number of suc-
cesses, k, will be binomially distributed

Bin(k|n, p) =
(
n

k

)
pk (1− p)n−k

• We don’t know the success probability p, but an unbiased estimate of it is the number of
observed success divided by n, that is 0.8

• For a binomial the variance in k is given by n p (1− p) or 1600 if p = 0.8 and n = 10 000

• The typical size of the fluctuations in k would be
√
n p (1− p) = 40

• Our estimate of p would therefore typically have fluctuations of size 40/n = 0.004

• Thus our estimated success rate is 0.8± 0.004 or 80% with an error of about half a percent

• This is small because we used a large validation set. If n = 100 and we got 80 successes
then we would have an error of 0.8± 0.04 so we have an error of 4%.

• Note that by choosing the best of 10 machines we might expect to over-estimate the perfor-
mance by around 5% in this case
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1 Keywords
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2 Main Points

2.1 Inductive Bias

• Learning machines are not universal approximators, but rather have a propensity to learn
a specific set of rules

• This is known as their inductive bias

• We want to choose the learning machine so the inductive bias reflects the properties of the
problem

• In almost all problems we use some smoothness property to select slowly varying functions

2.2 Invariances

• For many problems there are symmetries that you want your learning machine to respect

• For example in image classification we consider the class of an object to be invariant to its
position in an image

• Learning machines whose outputs are invariant to translations have a much smaller set of
functions to learn and therefore are much less likely to overfit

• CNNs are equivariant in that if we translate the input the the output will be translated in
the same way

• Building classifies using layers of CNN builds in a lot of translational invariance

• Ideally we want a classifier system to also be scale and rotation invariant, although we don’t
know how to this well

• Sometimes we use pyramid systems where we rescale the image and run the same opera-
tions on all scales

• However, in my datasets the foreground object is rescaled to fill most of the image with
smaller object treated as the background so scale invariance is not necessarily required

• Often we try to learn invariance by augmenting the training set by artificially transforming
the image (e.g. by reflecting, cropping, shearing and rescaling an image)

• Data augmentation usually gives a very significant improvement in performance

• We can sometimes achieve invariance by suitably normalising our data. Again when done
right this can give a significant improvement in performance

1



2.3 Group Theory

• The mathematical language of symmetry is group theory

• You should know group theory exists, but I’m not going to examine you on details of group
theory

• This considers a set of objects (we can think of these as transformations)

• Together with a binary operation we can think of as composition

• That is if a, b ∈ G are two transformations the a · b can be interpreted as applying transfor-
mation b followed by transformation a

• For the set, G, and binary operation, "·" to form a group they must satisfy four conditions

1. Closure: if a, b ∈ G the a · b ∈ G
2. Associativity: for all a, b, c ∈ G, we have (a · b) · c = a · (b · c)
3. Existence of an identity element where e · a = a

4. Every element, a ∈ G has an inverse such that a−1a = e

• (Group theory doesn’t really care if the elements of the group are transformations, just that
the axioms are satisfied)

• An example is the cyclic group C2

◦ We can think of this as tossing a coin with two actions

− flip the coin: f

− leave the coin alone: e

◦ These form a group as

1. Closure: f · e = f , f · f = e, e, ·e = e and e · f = f (if you don’t believe this get out
a coin and try. The first identity is don’t do anything then flip the coin is the same
as just flipping the coin)

2. Associatity; this follows automatically from the operation being a composition (we
will see this in innerProduct lecture where we look at matrix multiplication). You
can also check rather boringly, e,g, (e · f) · f = f · f = e while e · (f · f) = e · e = e
thus (e · f) · f = e · (f · f). You can try this for all triples

3. e is clearly the identity

4. e-1=e and f−1 = f

◦ The cyclic group C3 corresponds to the rotations of an equilateral triangle maps the
triangle to itself. While Cn are the rotations that keep an n sided polygon with identical
sides onto itself

◦ The four group is a second group of size 4 (besides C4) that can be thought of as
describing the flipping around a vertical and horizontal axis a rectangle, or rotating
it by 180 degress around its centre of mass. We can describe the group in terms of a
multiplication table where the first row and first column corresponds to the elements
ai and the ith row and jth column corresponds to the multiplication aj · ai

e v h r
e e v h r
v v e r h
h h r e v
r r h v e

− This is an "Abelian group" meaning that for any elements a, b we have a · b = b · a
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◦ The group of permutations of n objects forms a group of size n! called the symmetric
group Sn

− This is a group as the composition of a permutation is a permutation

− There is an identity (doing nothing)

− For every element there is an inverse permutation (which is a permutation)

− For n > 2 (where S2 = C2) the group is non-Abelian meaning that there are permu-
tations pi and pj where p1 ̸= p2

− Despite this composing permutations is associative

− Permutations have a lot of structure and Sn is very well studied

◦ There exists groups with an infinite number of elements. The set of integers with the
operation of addition form a group with identity, 0, and the inverse of n is −n

− You can think of these describing an infinite set of discrete shifts

− You first started studying this group when you first learn to count

◦ The set of rational numbers under addition also forms a group

◦ The reals under addition form a group describing any one dimensional translation

◦ The set of reals excluding 0 forms a group under multiplication with an identity 1 and
where the inverse of x is 1/x

− These can be thought of as describing scale transformations

◦ Groups can be interpreted in different ways with their elements having different names
(e.g. )one, two, three, · · · or un, deux, trois, · · · ). The permutation of two elements has
the same structure (is isomorphic to) flipping a coin. What counts is the structure of
the multiplication time (up to re-ordering the elements)

2.3.1 Lie Groups

• When we consider continuous transformation in high dimensional space then we find a set
of very interesting groups known as Lie groups

• These describe things like general translational invariance, rotational invariance, relativis-
tic invariance

• The set on transformations can be represented as matrices, with the composition operator
being matrix multiplication

• Different groups correspond to different sets of matrices.

• A well known group is the set of n× n orthogonal matrices O(n)

• By definition of orthogonal matrices MTM = MMT = I

• These correspond to rotations and reflections

• Note that, in general, det(MT) = det(M) and det(AB) = det(A)× detB

• As a consequence det(MTM) = det(I) = 1 so that det(M)2 = 1 or det(M) = ±1

• If det(M) = −1 then the transformation involves a reflection

• The special orthogonal group, SO(n), corresponds to a subgroup of matrices in O(2) with
det(M) = 1. These correspond to rotations only

• The group SO(2) corresponds to 2-d rotations where the elements of the group are matrices(
cos(θ) sin(θ)
− sin(θ) cos(θ)

)

3


	Keywords
	Main Points
	About the Course
	What We Assume You Know
	Vectors
	Matrices
	Transposes
	Determinants
	Multivariate Functions and Gradients
	Probability

	Exercises
	Matrix multiplication does not commute
	Transpose of a product
	Determinants as areas
	Expectations

	Answers
	Matrix multiplication does not commute
	Transpose of a product
	Determinants as areas
	Expectations

	Keywords
	Main Points
	Why Calculus?
	Differentiation from First Principles
	Product and Chain Rules
	Inverse Functions
	Exponentials and Logarithms
	Derivatives in High Dimensions
	Computing Gradients
	Jacobians and the Chain Rule in High Dimensions
	Differentiating with Respect to Matrices
	Traces

	Exercises
	First principles
	Chain rule
	Inverse functions
	The logistic function
	Least squares
	A matrix derivative

	Answers
	First principles
	Chain rule
	Inverse functions
	The logistic function
	Least squares
	A matrix derivative

	Keywords
	Main Points
	Polynomial Approximation
	Convergence
	The Residue
	High Dimensional Taylor Expansion
	The Tangent Plane and Steepest Ascent
	The Hessian at Stationary Points
	Finding Optima

	Exercises
	Radius of convergence
	A bound from the residue
	Classifying a stationary point
	Quadratic functions

	Answers
	Radius of convergence
	A bound from the residue
	Classifying a stationary point
	Quadratic functions

	Keywords
	Main Points
	Vector Spaces
	Distances
	Norms

	Keywords
	Main Points
	Coordinates or Basis Vectors
	Operators
	Matrices and Mappings

	Keywords
	Main Points
	Inverse Problems
	Over-Constrained Problems
	Under-Constrained Problems
	Ill-Conditioning
	Linear Regression

	Exercises
	Linear Regression

	Experiments
	Eigensystems

	Keywords
	Main Points
	Eigen-Systems

	Exercises
	Linear Regression

	Experiments
	Eigensystems

	Keywords
	Main Points
	PCA
	Duality

	Exercises
	Duality

	Experiments
	Duality

	Keywords
	Main Points
	Singular Value Decomposition
	General Linear Mapping
	Ridge Regression

	Exercises
	Ridge regression

	Experiments
	SVD
	Verify Identity

	Answers
	Ridge regression

	Keywords
	Main Points
	Optimisation

	Exercises
	Divergence
	Quadratic Optima

	Answers
	Divergence
	Quadratic Optima

	Keywords
	Main Points
	Stochastic Gradient Descent
	Momentum
	Adaptive Methods
	Loss Landscapes

	Exercises
	Removing Lag
	Gradient Descent in a Quadratic Minimum

	Experiments
	Gradient Descent

	Solutions
	Removing Lag
	Gradient Descent in a Quadratic Minimum

	Keywords
	Main Points
	Equality Constraints
	Inequality constraints
	Duality

	Exercises
	Quadratic with a linear constraint
	Saddle Point

	Experiments
	Quadratic with a linear constraint

	Answers
	Quadratic with a linear constraint
	Saddle Point

	Keywords
	Main Points
	Convex Sets
	Convex Functions
	Jensen's Inequality

	Exercises
	Positive quadrant
	Inverse of Convex Functions
	Cumulant Generating Function

	Answers
	Positive quadrant
	Inverse of Convex Functions
	Cumulant Generating Function

	Keywords
	Main Points
	Overview
	Maximum Margins
	Extended Feature Space
	Dual Problem
	Working in the extended feature space
	Practical Consideration

	Experiments
	SVM in Practice

	Keywords
	Main Points
	Kernels
	SVM Kernels
	Constructing SVM Kernel
	Why SVM kernels need to be positive semi-definite
	Beyond SVMs

	Exercises
	Quadratic Kernels
	Kernel Ridge Regression

	Experiments
	Gram Matrix

	Answers
	Quadratic Kernel

	Keywords
	Main Points
	Generative Adversarial Networks GANs
	Wasserstein Distance
	Wasserstein GANs

	Keywords
	Main Points
	Basic Language
	Probability and Random Variables
	Expectations
	Calculus of Probabilities

	Exercises
	Answers
	Keywords
	Main Points
	Reproducibility and Reporting
	Experimental Error
	Estimating the Mean and its Error
	Repeated Bernoulli Trials
	Error Bars
	Comparing Models
	T-tests
	Error Bars and Significance
	Paired T-tests
	Pitfalls

	Exercises
	Reporting a classification accuracy
	How big a test set?
	Unbiased variance
	Touching error bars
	Multiple comparisons

	Answers
	Reporting a classification accuracy
	How big a test set?
	Unbiased variance
	Touching error bars
	Multiple comparisons

	Keywords
	Main Points
	Conjugate Priors
	Uninformative Priors

	Exercises
	Throwing Dice

	Experiments
	Benford's Law

	Answers
	Throwing Dice

	Keywords
	Main Points
	The Riemann Integral
	The Fundamental Theorem of Calculus
	Indefinite and Multiple Integrals
	Performing Integrals
	Integration by Parts
	Substitution
	Changing Variables in Many Dimensions
	Differentiating Through the Integral
	The Cumulant Generating Function
	Special Functions
	Gaussian Integrals
	Multivariate Gaussian Integrals

	Exercises
	Integration by parts
	Substitution
	Mean absolute value of a normal
	The normal moment generating function

	Answers
	Integration by parts
	Substitution
	Mean absolute value of a normal
	The normal moment generating function

	Keywords
	Main Points
	The Big Picture
	Gaussian Processes
	Bayesian Inference
	Learning Hyperparameters

	Exercises
	Working with Gaussians
	Working with Matrix Inverses

	Experiments
	Generate Samples from a Gaussian Processes

	Answers
	Working with Gaussians
	Working with Matrix Inverses

	Keywords
	Main Points
	Laws of Probability
	Probabilistic Inference
	Mixtures of Gaussians
	Expectation Maximisation

	Exercises
	Mysterious Disease
	Experiments
	Mysterious Disease

	Answers
	Mysterious Disease

	Keywords
	Main Points
	Monte Carlo
	Markov-Chain Monte Carlo (MCMC)
	Variational Techniques

	Exercise
	Mysterious Disease

	Answers
	Mysterious Disease

	Keywords
	Main Points
	Measuring Uncertainty
	Additivity
	Entropy as Code Length
	Real Codes
	Bits and Nats
	Counting States
	The Maximum Entropy Method
	A Little History

	Exercises
	The uniform distribution
	Knowing only the mean
	Entropy of a biased coin
	Finishing the normal derivation

	Answers
	The uniform distribution
	Knowing only the mean
	Entropy of a biased coin
	Finishing the normal derivation

	Keywords
	Main Points
	Communicating Down a Noisy Channel
	Joint Entropy
	Mutual Information
	The Binary Symmetric Channel
	Error Correcting Codes and Shannon's Bound
	KL-Divergence
	Variational Approximation
	The Evidence Lower Bound (ELBO)
	Minimum Description Length
	Variational Auto-Encoders

	Exercises
	The binary symmetric channel
	Mutual information from entropies
	The KL-divergence is not symmetric
	KL-divergence between normals (harder)

	Answers
	The binary symmetric channel
	Mutual information from entropies
	The KL-divergence is not symmetric
	KL-divergence between normals (harder)

	Keywords
	Main Points
	Generalisation
	Bias-Variance Dilemms

	Experiments
	Questions

	Keywords
	Main Points
	Exercises
	Estimating the error in the mean

	Experiments
	Overfitting Game
	Cross-validation
	Practical work

	Answers
	Estimating the error in the mean

	Keywords
	Main Points
	Inductive Bias
	Invariances
	Group Theory
	Lie Groups



